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Iterative Methods in Matrix Computations

In these notes, we introduce iterative methods for solving large and sparse systems of linear
equations and eigenvalue problems. We start with a brief review of sparse matrices and com-
mon sparse matrix storage formats. We then discuss classical iterative methods, including
the Richardson, Jacobi, Gauss—Seidel, and successive over-relaxation (SOR) methods. Then
we study the more sophisticated Krylov subspace methods. In this part, we first introduce
the Arnoldi and Lanczos processes, which provide the basic tools for constructing suitable
Krylov subspaces. We then develop projection methods based on the Galerkin condition,
including the conjugate gradient (CG) method for symmetric positive definite systems, as
well as minimum-residual methods such as GMRES and MINRES. The notes continue with
an introduction to Petrov—Galerkin methods, including BiCG and QMR. Finally, we discuss
preconditioned iterative methods and introduce some commonly used classes of precondi-
tioners. The last section is devoted to Krylov subspace methods for solving large eigenvalue
problems. We introduce the Arnoldi and Lanczos methods, shift and invert transformation,
their advantages and limitations.

Throughout the notes, particular attention is given to computational aspects of the algo-
rithms, their convergence properties, and their behavior in finite-precision arithmetic.

These notes are intended as course material rather than as a comprehensive study of
iterative methods or sources for research studies. For further details and additional theoretical
and computational results the reader is encouraged to refer to [2, 6, 13, 20].

In preparing these notes, Al tools have been used to assist with the presentation and
refinement of some parts of the text, in particular, for language editing, improving the ex-
position of selected topics, preparation of TikZ plots, some examples and exercises. The
mathematical content, concepts, numerical experiments, organization of the material, and
accuracy of the notes remain the responsibility of the author.



1 Large and sparse linear systems

Many applications in scientific computing lead to linear systems
Axr = b,

where the dimension n of the matrix A € R"*" can be very large. Typical examples arise from
the discretization of partial differential equations (PDEs), optimization problems, network
and Al models, and many other applications. The meaning of a “large” matrix has been
changed with time and with the available computer hardware. A matrix that was considered
large several decades ago may now fit easily into the memory of a personal computer. From
the other hand, the feasibility of a computation depends not only on the dimension n, but
also on the structure of the matrix.

If a matrix is stored as a dense array, all its n? entries must be stored. For example, using
double-precision floating-point arithmetic, each entry requires 8 bytes, and hence storing
a dense matrix requires approximately 8n? bytes. Thus, the storage requirement grows
quadratically with n:

n ‘ n? entries ‘ storage

10 106 8 MB
10 10 0.8 GB
10° 10% 80 GB
10° 10" 8 TB

These numbers show that even before solving the system, storing a large matrix densely may
be impossible. Similarly, standard direct methods for dense linear systems require O(n?)
arithmetic operations.

In many large-scale applications, however, most entries of A are zero. This leads to the
important concept of a sparse matriz. A matrix is called sparse if only a relatively small
fraction of its entries are nonzero. We denote the number of nonzero entries of A by

nnz(A).
For a sparse matrix,
nnz(A4) < n’.
There is no strict threshold that separates sparse matrices from dense ones. Usually, if
nnz(A) = O(logn) - n

the matrix is called a sparse matrix. However, in most realistic applications nnz(A) =n-n
where 7 is reasonable constant. The important point is that the number and distribution of
the nonzero entries make it advantageous to store and operate on only the nonzero entries.
As a simple example, consider the tridiagonal matrix

2 -1
-1 2 -1
A: eRan‘




Although A has n? entries, only
nnz(A) =3n — 2

of them are nonzero. Hence, for large n, storing all n? entries would be extremely wasteful.

Sparse matrices can have many different patterns. Some common examples are diagonal,
banded, or block sparse. For example, matrices resulting from finite difference or finite ele-
ment discretizations of PDES often have a sparse structure because each unknown interacts
only with a small number of nearby unknowns. For example, the standard five-point finite
difference discretization of a two-dimensional elliptic problem produces a matrix in which
each row contains at most five nonzero entries. See Figure 1. In this case, nnz(A) ~ 5n, even
though A contains n? entries in total.
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Figure 1: Finite difference discretization of Laplacian operator Au = ug,; + u,, on a Cartesian
grid of size 8 x 5. Two different orderings of the unknowns on the grid with their corresponding
Laplacian matrix.

The sparsity pattern of a matrix is the set
S(A4) ={(,7) : a;; # 0}.

When studying a large sparse matrix, it is often more informative to visualize its sparsity
pattern than its numerical entries. MATLAB’s spy(A) command, for example, displays a
point at every location (4, j) for which a;; # 0. See Figure 1. The corresponding command
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in Python, using the matplotlib library, is plt.spy(A), where plt is imported by import
matplotlib.pyplot as plt.

1.1 Sparse representation formats

Now, consider a matrix A € R™ "™ having only a small number of nonzero entries in each
row. Storing all n? entries would mean that most of the memory is used to store zeros. Note
that storing a zero in standard floating-point format requires the same amount of memory
as storing any other floating-point number. A sparse representation therefore stores only
the nonzero values, together with enough information to identify their locations. As an
illustrative example, consider

(1.1)

S O N o o
O = 00 O O
S OO O N

o O OO

4

This matrix has n? = 25 entries and nnz(A) = 10 nonzero entries. A dense representation
stores all 25 entries, whereas a sparse representation needs to store only the 10 nonzero values
and information about their positions.

There are several ways of organizing this information. The most common formats include
coordinate storage (COO), compressed sparse row (CSR), and compressed sparse column

(CSC).
Coordinate format

Perhaps the simplest sparse representation is the coordinate format, usually abbreviated as
COO. Each nonzero entry is represented by the triple

(Lj? aij)a

where 7 is the row index, j is the column index, and a;; is the value of the entry. For the
matrix in (1.1), ordering the entries row by row gives

value [10 2 3 9 7 8 1 5 6 4
row |1 122334455
column| 1 4 1 2 2 3 3 4 4 5.

Thus, instead of storing the entire matrix, we store three arrays, which may be written
schematically as

data = [10,2,3,9,7,8,1,5,6,4],
row = [1,1,2,2,3,3,4,4,5,5],
col =[1,4,1,2,2,3,3,4,4,5].
The storage requirement is therefore 3 - nnz(A) rather than n?. COO is conceptually simple
and is particularly convenient when a matrix is being assembled. For example, contributions
to a matrix can be generated one at a time as triples (7, ,a;;). Once the matrix has been

assembled, however, another representation is usually more efficient for repeated matrix
operations.



Compressed sparse row format

The compressed sparse row format, abbreviated CSR or sometimes CRS, is designed to
provide efficient access to the rows of a sparse matrix. Let us again consider the matrix (1.1).
Reading the nonzero entries row by row gives

10,2, 3,9, 7,8, 1,5 6, 4.
—_— =~ =~ = =~

row 1 row 2 row 3 row oW

~
-
ot

CSR stores these entries consecutively:
data = [10,2,3,9,7,8,1,5,6,4].
The corresponding column indices are
col =[1,4,1,2,2,3,3,4,4,5].

At this point we know the values and their column locations, but we still need to know which
entries belong to each row. This is the purpose of the row pointer array. Using one-based
indexing, the first row starts at position 1 of data, the second row at position 3, the third
at position 5, and so forth. We therefore store

rowptr = [1,3,5,7,9, 11]. (1.2)

The last entry, 11, is one position beyond the last stored nonzero. These arrays completely
determine the matrix. The interpretation of rowptr is particularly important. The nonzero
entries of row ¢ occupy the positions

rowptr(i),...,rowptr(i +1) — 1

in the arrays data and col. For example, rowptr(3) = 5 and rowptr(4) = 7. Hence, the
nonzero entries in row 3 occupy positions 5 and 6, i.e. data(5: 6) = [7, 8] and their column
indices are col(5:6) = [2,3].

Notice that rowptr contains n + 1 entries. The extra entry is needed to indicate where
the last row ends. Another useful interpretation is

rowptr(i + 1) — rowptr(i) = number of nonzeros in row i.

For example, rowptr(3) — rowptr(2) =5 — 3 = 2, so row 2 has two nonzero entries.

Note that the indices in col and rowptr are written here using one-based indexing,
as in MATLAB. In actual implementations, however, zero-based indexing is also common.
For example, SciPy in Python uses zero-based indexing. Thus, for the example above, the
corresponding pointer array is rowptr = [0, 2,4, 6,8, 10].

Sparse matrix—vector multiplication

One of the most important operations in iterative methods is the matrix—vector product

y = Ax.



Its ith component is

n
Y; = E CLz‘jCL’j = E CLijSL’j.
Jj=1 J

(li]'750
There is clearly no need to perform operations involving zero entries. CSR is particularly
well suited to this operation because the nonzero entries of each row are stored consecutively.
In one-based pseudocode, sparse matrix—vector multiplication can be written as

Algorithm 1: Sparse matrix-vector multiplication in CSR format

Input: CSR representation data, col, rowptr of A € R"*"; vector z € R"
Output: y = Ax
for i =1 ton do
Set Yi = 0
for k = rowptr(i) to rowptr(i+ 1) — 1 do
j = col(k)
y; = y; + data(k)x;
end for
end for

Assuming one multiplication and one addition for every nonzero entry, the cost of sparse
matrix—vector multiplication is approximately 2 nnz(A) flops. Thus, if nnz(4) = O(n),
the matrix—vector product requires only O(n) operations, in contrast to the O(n?) cost for a
general dense matrix. This observation will be fundamental when we study iterative methods.
Many such methods are organized around repeated sparse matrix—vector products.

Compressed sparse column format

The compressed sparse column format (CSC) is the column analogue of CSR. Instead of
storing the nonzero entries row by row, CSC stores them column by column. A CSC repre-
sentation therefore consists of

data, row, colptr,

where colptr identifies the beginning and end of each column.

CSR and CSC contain essentially the same information, but their organization makes
different operations convenient. CSR provides efficient access to rows while CSC provides
efficient access to columns. Consequently, CSR is a natural format for repeated computation
of Az, while CSC is often convenient when an algorithm needs direct access to columns.
Both formats can, of course, be used to perform either operation.

Other sparse storage formats

There are many sparse storage formats, each designed for particular types of matrices or
operations. Some common examples are summarized below:

Format Main idea Typical use

COO  (i,J,a4) triples matrix construction

CSR compressed rows Az, row access

CSC compressed columns column access

DIA store selected diagonals ~ banded/structured matrices
LIL list of entries in each row incremental construction




For example, if a matrix has only a few nonzero diagonals, as in many finite difference
discretizations, a diagonal format can avoid storing an index for every individual entry. There
is therefore no universally optimal sparse representation. The appropriate format depends
on the matrix structure and on the operations that will be performed. It is also common
to construct a matrix in one format and then convert it to another format for the actual
numerical computation.

1.2 Sparse matrices in Python and MATLAB

The scipy.sparse module provides several sparse matrix representations in Python. For
example, the matrix in (1.1) can first be constructed in COO format:

import numpy as np
from scipy.sparse import coo_matrix

row = np.array([0,0,1,1,2,2,3,3,4,4])
col = np.array([0,3,0,1,1,2,2,3,3,4])
val = np.array([10,2,3,9,7,8,1,5,6,4])

A = coo_matrix((val, (row, col)), shape=(5,5))

Python uses zero-based indexing, which explains why the first row and column are num-
bered 0 rather than 1. After construction, the matrix can be converted to CSR:

A = A.tocsr()
and a matrix—vector product is simply
y=A0Qx

The three principal arrays of the CSR representation are accessible as

A.data # nonzero values
A.indices # column indices
A.indptr # row pointer array

In additions, SciPy provides several sparse formats, including COO, CSR, CSC, DIA, and
LIL. A common strategy is to use a format convenient for construction and then convert to
CSR or CSC before carrying out the main computation.

MATLAB also provides built-in support for sparse matrices. A sparse matrix can be
constructed by specifying the row indices, column indices, and values of its nonzero entries.
For matrix (1.1), we may write



S O

[10 23978156 4];

=
I

sparse(i,j,v,5,5);

MATLAB uses a compressed sparse column representation internally. Once the matrix has
been constructed, many operations use the same syntax as for dense matrices:

y = Axx;
z = A\b;
B =A;

Some useful MATLAB commands are

nnz(A) % number of nonzero entries

spy (A) % display the sparsity pattern
sparse (A) % convert to sparse representation
full(A) % convert to dense representation

The distinction between mathematical notation and storage format is important. The math-

ematical matrix A is the same whether it is stored densely, in CSR, or in CSC format. The
storage format merely determines how the entries are organized in computer memory and,
consequently, which operations can be performed most efficiently.

1.3 Sparse matrix operations and fill-in

Sparse storage is useful only if the numerical algorithms also exploit the sparsity. Some
operations preserve sparsity naturally, whereas others may create new nonzero entries. For
example, if A is sparse, as we saw the product

y = Ax
can be computed without changing the sparsity structure of A. Similarly, operations such as
r=b— Ax

can be carried out in O(nnz(A)) operations. Matrix factorization is more complicated. Even
if A is sparse, the factors in
A=LU

need not have the same sparsity pattern. Entries that are zero in A may become nonzero in
L or U. This phenomenon is known as fill-in. The amount of fill-in depends strongly on the
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sparsity pattern and on the ordering of the unknowns. As an example, consider the sparse
arrow matrix

n 1 1 ... 1

1 n 0 --- 0
A=11 0 n

o .0

1 0 --- 0 nj

The matrix has only 3n — 2 nonzero entries. Nevertheless, Gaussian elimination (LU factor-
ization) creates new nonzero entries in positions that are zero in the original matrix. See the
sparsity pattern in Figure (2).

Figure 2: Fill-in in the LU factorization of the sparse arrow matrix.

Sparse direct methods therefore use sophisticated reordering strategies to reduce fill-in.
Nevertheless, for very large problems, the storage and computational cost of the factors can
become much greater than the cost of storing the original sparse matrix. This is one of the
main motivations for iterative methods. For a large sparse linear system

Az = b, (1.3)
we would ideally like a numerical method that
stores only O(nnz(A)) data,
exploits sparse matrix—vector products,

avoids excessive fill-in,

requires substantially less than the cost of a dense O(n?) factorization,

A S

and can take advantage of special properties of A, such as symmetry or positive defi-
niteness.

Iterative methods attempt to achieve these goals by starting from an initial approximation
xo and constructing a sequence
Lo, L1, L2, - -

that approaches the solution of (1.3). The simplest iterative schemes are the classical sta-
tionary methods which are the topic of the next sectiojn. These methods also provide the
basic ideas needed to understand preconditioning and the more powerful Krylov subspace
methods that will be studied later.
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2 Classical iterative methods

We start by introducing the idea of classical iterative methods for solving the linear system
(1.3). A common approach is to split the matrix A into two parts,

A=M-R, (2.1)

where M is a nonsingular matrix that approximates A and R is the remaining part of the
matrix. Such a decomposition is called a matriz splitting, and the matrix M is referred to
as the splitting matriz. Different choices of M lead to different iterative methods. Using the
splitting (2.1), the system (1.3) can be rewritten as Mx = Rx + b. Since M is assumed to
be nonsingular, we obtain

x=M"'Rx+ M 'b.
This naturally suggests the fixed-point iteration

Mz,,.1 = Rx,, + 0, or equivalently L1 = MR, + M™1b. (2.2)
Another equivalent form is obtained using the fact that Rx,, + b= Mx,, — Ax,, + b to get
Tyl = Ty + M (b — Az,,), (2.3)

where b — Ax,, =: 1, is the residual at iteration m. Thus, every matrix splitting gives rise
to an iterative method. The quality of the method depends on how well M approximates A
and how much cheap and efficiently systems involving M can be solved.
The simplest possible choice is M = I, the identity matrix. In this case, R = — A, and
the iteration becomes
Tma1 = ([ — Az, + b (2.4)

This method is known as the Richardson iteration or simple iteration. It can also be written
in the form
Tmt1 = T + (b — Azpy). (2.5)

Subtracting the exact solution x from both sides and replacing b by Az, we obtain
Tmy1 — 2 = (I — A)(xy, — ).
Taking norms (operator norms) on both sides then yields
[emir =l < = Al flzm — |-

Therefore, a sufficient condition for the error to decrease at each iteration is ||[I — Al < 1.
Indeed, under this assumption the error is reduced by at least the factor ||I— Al at every step.
Later, we will derive a necessary and sufficient condition for convergence. Unfortunately, such
condition is often too restrictive in practical applications. A natural improvement is to choose
M as the diagonal part of A. Let

A=D-E—F, (2.6)

12



a1 a12 a13 000 Q1n

a21 A22 a23 000 Q2n,
A= au  ax - -+ a3
(0751 an2 an3 Ann

Figure 3: Splitting A = D — E — F, where D is the diagonal (light green), —F is the strictly lower
triangular part (light blue), and —F is the strictly upper triangular part (light red).

where D is the diagonal of A, E is the strictly lower triangular part, and F' is the strictly
upper triangular part.
Taking M = D gives R = E' + F', and the iteration becomes

Tpy1 = DY E + F)z,, + Db, (2.7)

provided that the diagonal entries of A are nonzero. This method is known as the Jacobi
method. The main advantage of the Jacobi method is that applying D! is extremely inex-
pensive. Compared with solving the original system, this represents a substantial reduction
in computational cost. The price to pay is that convergence is guaranteed only under certain
assumptions on the matrix A, which we will discuss later.

The Jacobi method uses only the diagonal of A. Since solving triangular systems is also
relatively inexpensive, it is natural to ask whether a better approximation can be obtained
by including the lower triangular part of the matrix as well. Using the splitting (2.6), let
M =D — E and R = F. The resulting iteration is

Tyt = (D — E) 'Fa,, + (D — E)™'b. (2.8)
From a computational point of view, it is more relevant to write the above iteration as
(D—E)tpmi1 = Fop, + 0 (2.9)

which shows that each step requires the solution of a lower triangular system. Such systems
can be solved efficiently by forward substitution, which makes the method computationally
attractive. This iteration is known as the Gauss—Seidel method. It was introduced by Gauss
in 1823 and later analyzed systematically by Seidel. In practice, Gauss—Seidel often converges
more rapidly than the Jacobi method because it incorporates newly computed components of
the solution immediately in each iteration. However, one can find matrices for which Jacobi
converges but Gauss—Seidel does not, and also cases where Gauss—Seidel converges but Jacobi
does not.

As we observed in (2.3), both Jacobi and Gauss-Seidel methods can be written in the
form

Tyl = T + M (b — Az,y,)

13



where M = D for Jacobi methd and M = D — E for Gauss-Seidel method. In this form, at
each iteration we compute residual r,, and solve the linear system

Mz, =1y
for correction term z,,. Finally we set
Tmi1l = T + Zm

and proceed to the next iteration.

Example 2.1. Consider the system

g8 0 1] rpm 9
1 - 7| [2® 9
5 x
which has the exact solution = = [1, 2, 1]7. We denote the components of vector x by

x® i =1,2,3. After computing a few iterations, we observe that Richardson and Jacobi
methods diverge while Gauss—Seidel converges quickly to the exact solution. The first
three iterations are shown in Table 1.

iteration 1 2 3
e 1.12500 1.00391 1.00012
z® 2.18750 2.00586 2.00018
z®) 0.96875 0.99902 0.99997

Table 1: Three iterations of the Gauss—Seidel method with initial guess zo = [0, 0, 0]7.

Ideally, we would continue the iteration until the relative forward error is smaller than a
prescribed tolerance ¢, i.e.

where z is the exact solution. In practice, however, x is not available, so the forward error
cannot be computed. Since the residual r,,, = b— Ax,, is readily available during the iteration,
a natural stopping criterion is based on the relative residual

17
il

<e.

This criterion is simple and widely used, but it measures the residual only relative to the
right-hand side and does not take into account the sizes of A and z,,. A more meaningful
stopping criterion is based on the relative backward error

[[rmll2
<e
[ All2[|Zm]l2 + [|b]l2

which is scaled with respect to both the matrix and the right-hand side.

14



2.1 Computational costs

The computational cost per iteration is dominated by the matrix—vector product Az,,, which
requires approximately 2n? floating-point operations (flops) for dense matrices. In addition,
solving a linear system of equations with coefficient matrix M is required. It is supposed to
be much cheaper than solving the original system with matrix A. For example solving the
lower triangular system in the Gauss-Seidel method requires about n? flops, while for the
Jacobi method the cost is only n flops. Thus, the total cost per iteration is approximately
3n? flops for the Gauss-Seidel method and 2n? flops for the Jacobi method. If a satisfactory
accuracy is achieved after m iterations, the overall computational complexity is

m - O(n?).

As long as the number of iterations m is significantly smaller than n, these iterative methods
are computationally more efficient than direct methods such as Gaussian elimination, which
requires about %n?’ flops.

However, this is not the whole picture. In practice, large matrices are often sparse.
Assume that the number of nonzero entries of A is denoted by nnz(A). Also assume that A
has 7 number of nonzero entries per row in average. Then the matrix-vector product costs
only 2nnz(A) ~ 2nn flops. Also, solving the sparse triangular system requires approximately
n O(n) flops. Consequently, the total computational cost becomes

m - O(n)
which is a substantial gain compared to direct methods.

2.2 Convergence analysis

Considering the splitting (2.1), the exact solution z of the system Az = b satisfies Mz =
Rz + b. The iterative method generates approximations x,, satisfying Mz,, = Rx,,_1 + b.
Subtracting these two relations and defining e,, = z,,, — x together with the iteration matrix
B = M~'R, we obtain

em = Be,_1.

Applying the same recursion to e,,_; gives e,, = B%e,,_,. Continuing in this way down to ey
yields
em = B"ey, (2.10)

where B™ denotes the m-th power of B, and ¢y = xg — x is the error corresponding to
the initial guess xy. For the iteration to converge, we must have e,, — 0 as m — oo.
Assuming that ey # 0 (that is, o is not already the exact solution), it follows from (2.10)
that convergence is equivalent to requiring B™ to approach the zero matrix as m increases.
Therefore, the condition

B™ —0 as m— o0

is necessary and sufficient for the convergence of the iterative method (2.2). An equivalent
criterion is given below.
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Definition 2.1. Let B € C™*", and let \q,...,\, denote its eigenvalues. The spectral
radius of B is defined by
p(B) := max |Ag|.

1<k<n

Theorem 2.1. Let B € C™*". Then B™ — 0 as m — oo if and only if p(B) < 1.

Proof. We prove that if B™ — 0 then p(B) < 1. Let A be an eigenvalue of B with
corresponding eigenvector v # 0. Then Bv = Av, and hence B™v = A"v. Since B™ — 0,
it follows that B™v — 0. Therefore A™v — 0. Since v # 0, this implies \™ — 0, which
is possible only if [A\| < 1. Since this holds for every eigenvalue A\ of B, we conclude that
p(B) < 1. Conversely, let

J1
J
S7IBS = 2 = J
‘]p

be the Jordan canonical form of B, where J is block diagonal with Jordan blocks

e 1

Ak

Jr = Ml + Ny = € Chxt

1
Ak
where ¢}, is the multiplicity of eigenvalue )y, so that ¢, 4 --- + ¢, = n. Then
B™ =S5JmS

so it is enough to show that J”™ — 0. For each Jordan block we have

m . lp—1 .
=+ N =Y (7‘;) ArIND =3 (gl) AN
j=1 Jj=1

since N} = 0 for j > ;. Since |\ < 1, each term

(j)AZL—j, .]ggk_la

m

tends to zero as m — oo because the exponential decay of /\Zl*j dominates the polynomial
growth of (7). This shows that J;* — 0 for each block k, and thus J™ — 0.

J
m

]

| Corollary 2.2. The classical iteration x,,,; = M 'Rz,, + M~'b, converges for every
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initial vector xo to solution x of system Az = b if and only if
p(M'R) < 1.

Consequently, the Richardson method converges if and only if p(I — A) < 1, the Ja-
cobi method converges if and only if p(D™'(E + F)) < 1, and the Gauss—Seidel method
converges if and only if p((D — E)7'F) < 1.

Exercise 2.1. Prove that if ||B|| < 1 for at least one operator norm || - ||, then p(B) < 1
and the corresponding iterative method converges. Hint: Show that p(B) < || B|| for all
operator norms || - ||.

Definition 2.2. A matrix A = (a;;) is called row-wise strictly diagonally dominant if

n

|aii|> Z |az~j|, 1=1,2,... n.

J=1,j#i

The matrix A is called columns-wise strictly diagonally dominant if A7 is row-wise strictly
diagonally dominant.

Exercise 2.2. By applying the the result of Exercise 2.1, show that if the matrix A
is either row-wise or column-wise strictly diagonally dominant then the Jacobi method
converges for any starting vector xy. Hint: Show that in the row-wise case || Bl < 1 and
in the column-wise case || B||; < 1.

Exercise 2.3. Show that if the matrix A is either row-wise or column-wise strictly diag-
onally dominant then the Gauss—Seidel method converges for any starting vector xy.

Exercise 2.4. Test the Jacobi method for the following system and observe the divergence
of the method:

29 2 171 [z®W 7
2 6 1| |z@| = |11
1 1 %] [=® 2

Note that the exact solution to this system is x = [0, 1, 5]. Compute the eigenvalues of
the matrix (e.g. using eig command in Matlab) and show that the matrix is symmetric
positive definite. Also compute the eigenvalues of B = D™'(E + F) and show that the
spectral radius of B is greater than 1.

The above example shows that the Jacobi method does not necessarily converge for a
symmetric positive definite matrix. The following theorem has a fully positive result for the
Gauss—Seidel method.
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Theorem 2.3. If A is symmetric positive definite then the Gauss—Seidel method converges
to the solution of Az = b for every starting vector x.

Proof. The matrix B of Gauss—Seidel method is B = (D — E)~'F. Tt is enough to show
that p(B) < 1. Let A be an eigenvalue of B with eigenvector v # 0. Then Bv = Av or
Fv = XD — E)v. If A =0, then clearly |A| < 1. Assume therefore that A # 0. Multiplying
the eigenvalue relation from the left by v* gives

v Fv = MW*Dv — A EBv.

Since A is symmetric positive definite, we have FF = E* and v*Dv > 0 (i.e. it is real and
positive, because the diagonal of a symmetric positive definite matrix is positive). Define

a = v*Dv and 8 = v*Ev. Then v*Fv = B, and therefore 3 = \(a — ). Taking absolute
values yields

18] = [Al |ee = 3]
On the other hand,

o = B = |B* = &* — a(B + B) = ala — 5 = B).

But « — 8 — 8 = v*Dv — v*Ev — v*Fv = v*Av > 0, because A is positive definite. Hence
o — B> — |B)* > 0, which implies || < |a — B|. Combining this with |3| = |\||a — 8], we
obtain |[A| < 1. Thus every eigenvalue A of B satisfies |A\| < 1, and hence p(B) < 1. O

2.3 Relaxation

The convergence of classical iterative methods can often be accelerated by introducing a
relaxation parameter and choosing it appropriately. For example, the relaxed Richardson
iteration is given by

i1 = Ty + w(b — Azy,),

where w is the relaxation parameter. The choice w = 1 corresponds to the standard Richard-
son iteration (2.5). In many cases, a suitable choice of w leads to faster convergence and may
even render the method convergent when the standard iteration diverges.

For example, suppose that all eigenvalues of A are real and satisfy

O<a<M<b k=12...,n

The iteration matrix of the relaxed Richardson method is B = [ — wA, whose eigenvalues
are (i = 1 —wA,. By assumption, we have 1 — wb < pp, < 1 —wa. The iteration converges if
and only if p(B) < 1, which is equivalent to requiring

—1<1—wb and 1 —wa < 1.

Because a > 0, the second inequality holds whenever w > 0, while the first is equivalent to
w < 2/b. Hence the relaxed Richardson iteration converges if and only if

2
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Now assume that A is symmetric positive definite, and let @ = A\pin(A), and b = Apax(A).
Since all eigenvalues are real, the spectral radius of the iteration matrix is

p(B) = max{|l — wal, |1 — wb|}.

We seek the value of w that minimizes p(B). Since the two quantities |1 —wa| and |1 — wb|
vary monotonically in opposite directions on the interval (0,2/b), the minimum is attained
when |1 —wa| = |1 — wb|, which yields

2 b—a
= — o B = .
a+?b’ Popi(B) b+a

wopt

Recalling that the condition number of A is kK(A) = b/a, we obtain

kK(A)—1 2
Popt(B) = r(A)+1 kA +L

If k(A) = 1, then A is a scalar multiple of the identity and pop(B) = 0. This gives convergence
in one iteration. As the condition number increases, the optimal spectral radius approaches
1, and the convergence becomes increasingly slow. This illustrates a general principle in
iterative linear algebra: ill-conditioned systems typically require more iterations to achieve a
prescribed accuracy.

For the Gauss—Seidel method, introducing a relaxation parameter leads to the well-known
SOR (Successive Over-Relaxation) method, originally proposed by Young in [21, 1954]. To
derive it, we first rewrite the Gauss—Seidel iteration (2.9) as

Dxp =0+ Fxyg + Faop,.
Adding and subtracting Dx,, on the right-hand side and multiplying by D~! yields
L1 = Ty + D71 (b + Expy — (D — F):z;m)
The SOR iteration is then defined by
Tyl = Ty + wD_l(b + Expy — (D — F):L‘m),
where w is the relaxation parameter. Rearranging terms gives
Tmi1 = Bty +d,  B=(D—-wE) '[(1-w)D+wF], d=w(D-wE)™'b.

Clearly, the choice w = 1 reduces the SOR method to the Gauss—Seidel iteration. The
following theorem provides a necessary condition for convergence.

Theorem 2.4. Assume that B is the iteration matrix of the SOR method. Then
p(B) > 1 —uw],

with equality if all eigenvalues of B have modulus |1 —w|. Consequently, the SOR method
can converge only if w € (0,2).
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Proof. Since the inverse of a triangular matrix is again triangular with reversed diagonals,
and the determinant of a triangular matrix equals the product of its diagonal entries, we
obtain

det(B) = det(D — wE) " det[(1 — w)D + wF]| = <H %’) - (H(l — w)%’) =(1—-w)"

) )

On the other hand, det(B) = AjAg---\,, where \; are the eigenvalues of B. Therefore,
1 —w|™ = [MA2---A\y| < p(B)". Taking the n-th root yields p(B) > |1 — w|. Equality
holds if and only if [\¢| = p(B) = |1 —w| for all £ = 1,...,n. Finally, convergence requires
p(B) < 1. Since p(B) > |1 — w|, a necessary condition for convergence is

11 —w| <1,

which is equivalent to w € (0,2). O

Theorem 2.4 says that w has to be chosen in open interval (0,2). However, this condition
is only necessary and not sufficient for convergence. If A is symmetric positive definite then
this condition becomes sufficient.

Theorem 2.5. If A is symmetric positive definite and w € (0,2) then the SOR method
converges for all starting vectors zy.

Proof. The proof is similar to that of Theorem 2.3 for Gauss—Seidel method and is left
as an exercise. O

The convergence rate of the SOR method depends strongly on the choice of the relaxation
parameter w. Values of w in the interval (0,1) correspond to under-relazation, while values
in (1,2) correspond to over-relazation. The latter is often used in practice because it can
accelerate convergence. However, choosing w too close to 2 may lead to slow convergence
or even divergence when the assumptions of the convergence theorem are not satisfied. In
general, determining the optimal value of w is a difficult problem because it depends on the
spectrum of the iteration matrix. A remarkable exception occurs for consistently ordered
matrices, which include many matrices arising from finite difference discretizations of elliptic
partial differential equations. In this case, Young [21, 1954] proved that if u = p(By) is the
spectral radius of the Jacobi iteration matrix, then the optimal relaxation parameter for SOR
is given by

2
Wopt = —— F/——,
Ty V1= p?
and the corresponding spectral radius of the iteration matrix is
(Bson) . s
SOR) = Wopt — 1 = ———F——.
PUESOR) = Eopt 1++/1— 12

For many discretized elliptic problems, p is close to 1. Writing u = 1 — ¢ with ¢ < 1, we
obtain the approximation

p(BSOR) ~1—2v 25,
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whereas the Jacobi method has spectral radius
p(By)=1-—¢.

Thus the error reduction factor of SOR depends on /¢ rather than e, explaining the sub-
stantial acceleration achieved by over-relaxation.

In practice, the optimal value of w is rarely known in advance. Typical values used for
elliptic problems lie between 1.5 and 1.95. The performance of the method is often quite
sensitive to the choice of w. Nevertheless, for many years after its introduction in [21, 1954],
the SOR method remained one of the most important ‘workhorses’ of scientific computing.

2.4 Preconditioning and splitting

Iterative methods typically converge rapidly when the matrix A is close to the identity matrix.
In practice, however, A is often far from the identity, which may result in slow convergence
and require many iterations to achieve a desired accuracy. In such cases, the computational
advantage of iterative methods can be significantly reduced. To improve convergence, one
may replace the original system Ax = b with the modified system

M'Az = M~'b, (2.11)

where M is a nonsingular matrix chosen so that the new matrix A = M4 is closer to the
identity matrix, or at least has spectral properties that lead to faster convergence. The matrix
M is called a preconditioner, and the modified system (2.11) is called the preconditioned
system.
We deliberately denote the preconditioner by M, and now we return to the general iter-
ation (2.3),
Tpi1 = Ty + MY b— Azy,),

for solving non-preconditioned system Ax = b. We see that this iteration can be interpreted as
the Richardson iteration (2.5) applied to the preconditioned system (2.11). Classical methods
such as Jacobi and Gauss—Seidel can be viewed in this framework, with specific choices of the
preconditioner M. These methods often show improved convergence properties compared to
Richardson method because the preconditioned matrix M ~!A gives better spectral properties
for convergence.

Consequently, a preconditioner M is an splitting matrix, so that

A=M—-R.

From practical point of view, M should satisfy two competing requirements. First, systems
involving M should be inexpensive to solve. Second, M should approximate A sufficiently
well so that iteration converges rapidly, say M ~ A and R ~ 0. Ideally, one would choose
M = A, in which case convergence is achieved in one iteration. However, solving systems
with this M would be as difficult as solving the original problem. The goal of preconditioning
is therefore to construct a matrix M that approximates A well while it is computationally
cheap to invert or solve.
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Exercise 2.5. Another Gauss—Seidel method can be derived in a backward manner. The
standard (forward) Gauss—Seidel method is written as

Tmy1 = (D — E) 'Fz,, + (D — E)™'b.

Now assume that the approximation part of A (the splitting matrix) is chosen as the
upper triangular part D — F', while the error matrix is —F. The iteration then becomes

Tmy1 = (D — F) 'Ez,,+ (D —F)™'b

which requires backward substitution to invert (D — F)).

The symmetric Gauss—Seidel method is obtained by first applying the forward iteration
to move from x,, to xp1/2, followed by a backward iteration to move from 41/ to
Tma1- Show that the symmetric Gauss—Seidel iteration can be written as

(D~ F)2py1 = E(D — E) 'Fz,, + D(D — E)™'b.
Reformulate this expression and write the method in the form Mx,,,1 = Rx,, + b where
M=(D-EDY(D-F), R=(D—-EYD'E(D—-E)'F=ED'F.

Show that M is symmetric if A is. Show that M and R satisfy A = M — R and conclude
that the symmetric Gauss—Seidel method has the standard form (2.3).

The matrix M = (D — E)D (D — F) is also called the symmetric Gauss-Seidel pre-
conditioner. It can be used as a preconditioner for other iterative methods designed for
symmetric systems. Similarly, the Gauss—Seidel preconditioner is M = D — E, and the
Jacobt preconditioner is M = D.

Exercise 2.6. Derive the backward SOR iteration from the backward Gauss—Seidel
method. Then use the forward and backward SOR methods in the same way discussed
in Exercise 2.5 to obtain the Symmetric SOR (SSOR) method. Hint: the SSOR method
has the form Mx,,,1 = Rx,, + b where

1 . 1 .
M:m(D—wE)D (D—wF), R—m((l—w)D+wE)D (1-—w)D+wF).

If A is symmetric then M is also symmetric.

The matrix M of the SSOR iteration is also called SSOR preconditioner. The case w =1
reduces to symmetric Gauss—Seidel preconditioner. We will come back to preconditioned
systems in Section 4.
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2.5 Polynomial representation

Since other classical iterative methods are obtained by applying the Richardson method on
a preconditioned form of the system, here we consider the Richardson iteration

Tmi1 = Ty + (b — Axpy) = 2y + T

Applying —A and adding b to both sides, we obtain b — Az,,,1 = b — Ax,, — Ar,, which
simplifies to

Tmi1 = (I — A)ry,
= (I =A™y (2.12)
= Pm+1(A)r0,

where p,, 11 is a polynomial of degree m + 1 satisfying p,,,+1(0) = 1, given explicitly by
Pmsi(t) = (1 —8)"*

In terms of the error e,, = x — x,,, this relation can be written as

Em+1 = Pm+1 (A)em

The second identity in (2.12) shows that the residuals can be expressed as powers of A times
the initial residual. This observation will be fundamental for the development of Krylov
subspace methods later in this text.

The third identity in (2.12) gives further insight into the convergence behavior of the
iterative method by highlighting the role of the eigenvalues of A and the polynomial p,,.

Assume that A has n linearly independent eigenvectors vy, vs, ..., v, with corresponding
eigenvalues Ay, A9, ..., A\,. Then the initial residual ry can be expanded in this eigenvector
basis as

To = Z CjVj.
j=1
Using (2.12), we obtain

P = (Ao =D pm(Ny) €505
j=1

This expression shows that each eigencomponent of the residual is scaled by the factor p,,();).
Hence, the convergence depends on how well the polynomial p,, damps the components of
the initial error ry. For example, if all eigenvalues \; of A are close to 1 (that is, if A is close
to the identity matrix), then p,,(A;) = (1 — ;)™ =~ 0, so the residual decays rapidly and the
iteration converges quickly.

Jacobi and Gauss—Seidel methods often improve the convergence compared to Richardson
method because the polynomial values p,,(\;(M ' A)) annihilate the components of the initial
residual more effectively.
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3 Kbrylov subspace methods

A conclusion from Subsection 2.5 is that efficient iterative methods are those for which the
associated polynomial p,, provides strong damping over the spectrum of the (preconditioned)
matrix. Another idea is that instead of using only the latest iterate, one can store previous
approximations x,, and attempt to recombine them to obtain a better solution. To formalize
this idea, we first identify the subspace in which the successive approximations lie.

Definition 3.1. The subspace

Kn(A;v) = span{v, Av, A%, . .. ,Am’lv}

is called the Krylov subspace of dimension m generated by the matrix A and the vector v.

Let us see why such subspaces are important. By repeatedly applying the Richardson
iteration (2.5), we obtain

fL"m+1=$o+r0+r1+---+rm::)30+Z(I—A)jr0
7=0

€ xo + span{ro, Arg, A’ro, ..., A™ro} = 20 + King1 (A;10)

which means that the Richardson iteration produces approximations x,, such that x,, — x
lie in Krylov subspaces of increasing dimension. This also shows that we can write

Tmt1 = To + ¢m(A)ro

where gy, is a polynomial of degree m; in this case it is gn(t) = > 7" (1 — t)7. We can also
write

Tmt1 =b— Axpyq = (I - AQm(A>>”’0 = pm+1<A)T0

as we observed earlier in (2.12). Indeed py,41(t) = 1 — tqp ().

The central idea of Krylov subspace methods is to select, at each iteration, an optimal (in
an appropriate sense) approximation from the Krylov subspace. This leads to polynomials
with improved damping properties and results in faster convergence and better performance
for a wider class of coefficient matrices. In another point of view, all Krylov subspace methods
can be interpreted as constructing polynomials p,, such that

Pm(A;) = 0.

Thus, solving Ax = b becomes equivalent to a problem of polynomial approximation over the
spectrum of A. Moreover, preconditioning can be incorporated to further enhance efficiency,
either in general settings or for specific applications.

We will also see that Krylov subspace methods projects the original problem of dimension
n onto a subspace of dimension m < n. The projected problem is then solved using standard
techniques, and the solution is lifted back to obtain an approximation of the original problem.
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3.1 Classification of methods

The Krylov subspace methods aim to compute an optimal approximation x,, € zo+/C,,(A; 7o)
and can be classified into the following categories:

1. Galerkin methods: Determine z,, € xo+ KC,,(A; ro) such that the residual is orthog-
onal to the current Krylov subspace,

b— Az, L Ko (A;mo).

2. Minimum residual methods: Determine z,, € zo + K,,(A4;7) such that the Eu-
clidean norm of the residual, ||b — Az,,||2, is minimized.

3. Petrov—Galerkin methods: Determine z,, € zy + K,,(A;79) such that the residual
b — Ax,, is orthogonal to another appropriately chosen m-dimensional subspace.

To construct approximations corresponding to the different approaches, we require a
suitable basis for the Krylov subspace, one that can be extended in a stable and meaningful
way as the dimension increases. The standard (power) basis,

{To, AT07 P ,Am—lTo},

is the first choice. However, this basis is not well suited for numerical computations. As j
increases, the vectors A’ry tend to the dominant eigenvector of A (power method!), which
causes the basis vectors to become nearly linearly dependent in finite precision arithmetic.
This is analogous to the ill-conditioning of the monomial basis {1, z,...,z™ 1} for the poly-
nomial space P, (Vandermonde matrix!).

A natural approach is to construct an orthogonal basis for the Krylov subspace. We
should also avoid first forming the nonorthogonal and ill-conditioned set of vectors and then
orthogonalizing it. To address this, Arnoldi proposed a numerically stable algorithm (in
most cases!) that constructs an orthogonal basis incrementally from dimension 1 to m, in a
manner similar to the Gram-Schmidt process [1, 1951].

3.2 Arnoldi algorithm

Given A € R™™ a nonzero vector ry, and an integer m < n, the goal is to construct an
orthonormal basis {vy,vs, ..., vy} for the Krylov subspace K,,,(A; 7). We start by setting

To

||7“0||2'

V1 =

Next, we compute Av;, orthogonalize it against vy, and normalize the result to obtain wvs.

More generally, suppose that we have already constructed an orthonormal basis {vy, ..., v}
for ICr.(A;1p). To extend this basis, we compute w = Awvy, and orthonormalize w with respect
to {v1,..., v} by removing its components from this set:
k
w4~ w — Z(vfw)vj.
j=1
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The resulting vector, after normalization, defines v;,;. We continue to compute v,,, and we
also compute v,,,1. The orthonormalization can be done in several ways, but in practice the
modified Gram—Schmidt procedure is most commonly used. In Algorithm 2 we also store
coeffcients h; i = v;frw, j < k+ 1 and form an upper Hessenberg matrix H,, = (hjx) of size
(m+1) x m:

haig hig hig -+ him
hoi hoo has -+ ham
i — hia hiz -+ him e RUm+Dxm.
0 Pornm,
L hm+1,m_
Algorithm 2: Arnoldi (Modified Gram-Schmidt version)
Input: A € R"*"; ry € R"; dimension m < n 3
Output: Orthonormal basis {v1,. .., vy 41} and Hessenberg matrix H,, € R(m+1xm

Set v = 7'0/”7"0”2
for k=1 to m do
w = Avg
for j =1to k do
hjr = v]Tw
w=w — h;,v;
end for
Ptk = [Jwll2
if Ari1r =0 then Break
Vg1 = W/ iy
end for

If the process does not terminate before m steps (i.e., w # 0 up to rounding errors),
the Arnoldi procedure produces an orthonormal basis for KC,,(A;7). This can be shown
by induction. The construction starts with vy = ro/||r0||2, so that span{v;} = span{re} =
K1(A;1g). Assume now that spanf{ovy,...,vx} = Kr(A;79). In the next step, Arnoldi com-
putes w = Avg. Since v, € K(A;rg), it follows that w = Avy, € Kii1(A;rg). The vector

w is then orthogonalized against {vy,..., v}, and after normalization we obtain vj;. Be-
cause orthogonalization does not change the span, we have vg1 € Kg11(A;70) and therefore
span{uvy, ..., Vg, 1} = Kgr1(A;79). Now we summarize some important relations which

can be derived from the Arnoldi algorithm.
Theorem 3.1. Assume that matrices V,,, V,,11 and H,, are formed as below:

Vm - [Uh Vg, ... 7U’m]7
Vm+1 = [Ulv Vg, ... 7vmavm+1]7

H,, = the m x m Hessenberg matrix obtained by removing the last row of H,,.

Then we have the following conclusions:
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1. It holds that

AV, = Vi Hy, (3.1)
2. Arnoldi decomposition:
AVry = VinHyy + a4 Uy 185 (3.2)
where & = Ny 1.m, and €, = [0,...,0,1]7 is the m-th standard basis of R™.

3. Reduced QR factorization of the Krylov matrix:
K,, =V,.R, (3.3)
where K, = [rg, Arg, ..., A" 1rg]. (Here V,, is the reduced @ factor.)

4. Tt holds that
VLAV, = H,, (3.4)

Proof. 1. It is enough to show that both sides of (3.1) have the same columns. The k-th
columns of AV,, is Avy and the k-th column V;,, 11 H,, is vihyg +vohog + - - - + Vg1 hg41,. This
is an obvious relation from Algoritm 2.

2. The last row of H,, is zero except for its final entry, Pmt1,m =: @, and can therefore be
written as ael . It follows that

~ H, ~
Vi1 Hyy = [Vin, Omnpd] {Ofe\T} = VinHy + avm-&-leﬁ'

3. Since the columns of V,, form an orthonormal basis of the same space spanned by the
columns of K,,, each column of K,, can be written as a linear combination of the columns of
Vin. Hence there exists a matrix R,, such that K,, = V,,R,,. Moreover, the Arnoldi process
constructs the vectors vy, ..., v,, by orthogonalizing the Krylov vectors in order. Therefore,
the j-th column of K, can only involve the first j Arnoldi vectors. This means that r;; = 0
for i > 7.

4. This follows directly from (3.2) by left-multiplying with V2. ]

Remark 3.1. Similar to the modified Gram—Schmidt process, the Arnoldi algorithm may
suffer from loss of orthogonality when the vectors involved are nearly linearly dependent.
At the k-th step, the computed vector vi,; may keep a non-negligible component in
the span of {vy,..., v} if the matrix [vy,..., v, Avg] is ill-conditioned, i.e., if Avy is
nearly contained in span{v,...,v;}. For this reason, more numerically stable variants of
the Arnoldi process have been developed. In particular, Walker proposed an alternative
formulation based on Householder reflections [19, 1988].

Remark 3.2. Sometimes the Arnoldi algorithm is applied with a preconditioner M in
order to solve the preconditioned system

M~ tAr = M~'b.

In this case, Algorithm 2 is applied to the matrix M ~!A with initial vector M ~1ry. Only
two modifications are needed in the algorithm. First, the initial Arnoldi vector is now
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defined by

20
V1= 17—,
[[z0]l2
where z is obtained by solving
Mzy = rg.

Second, inside the Arnoldi loop, the vector v is no longer computed as Avg. Instead, one
first computes Av, and then solves

Mw = Avy,.

We leave it as an exercise to write the preconditioned Arnoldi algorithm.

3.3 Lanczos algorithm

If A is symmetric, then it follows from (3.4) that H,, is also symmetric. Since H,, is upper
Hessenberg, symmetry implies that it is in fact tridiagonal. This special case of the Arnoldi
process is known as the Lanczos method. The Lanczos relation then becomes the three-term
recursion

hk+1,kvk+1 = Avy, — hkfl,kkal - hk,kvk,

where hjy1, = hi—1 . For simplicity we use new notations By = hgt1%, ar = by, and

ar By 0
T, —H, — B oy
B c ﬁm—l
O ﬁm—l 879

The algorithm (simplification of the Arnoldi algorithm 2 in symmetric case) is given below.

Algorithm 3: Symmetric Lanczos Algorithm

Input: Symmetric matrix A € R"*™; rqg € R™; dimension m < n
Output: Orthonormal basis {v1,...,vm41} and the entries o; and 3; of tridiagonal matrix T,,
Set Vo = 0, BO = 0, v = TO/HTOHQ
for k=1 to m do
w = Avg — Br-1Vk-1

ap = vgw
wW =W — VL
B = [lwl2

if B, = 0 then Break
Ury1 = w/ B
end for

Clearly, all relations in Theorem 3.1 stated for the Arnoldi method, hold for the case of
the symmetric Lanczos method by replacing H by T

The Lanczos algorithm breaks down when any of the [, equal 0. This is not a bad
situation in solving linear systems and eigenvalue problems. This actually means that we
have obtained an exact solution.
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Exercise 3.1. For symmetric systems, usually a two-sided preconditioned matrix
L='*AL~T is used which corresponds to system

LAz =L""%, &=L"Tz
Modify the Lanczos algorithm for the above preconditioned system.

3.4 Galerkin methods

For solving the linear system Az = b, we start with the initial guess zy. In the Galerkin
approach, the m-th iterate z,, € zo + K,,(A; ro) is chosen such that the residual satisfies

b— Az, L K (A;71).

Since the columns of V,,, form an orthonormal basis of /C,,,(A; 1), this condition is equivalent
to
V(b — Ax,,) = 0.

Since z,, € xo+ K,,(A;719), there exists a vector y,, € R™ such that x,, = o+ V,,ym. On the
other hand, ry = ||rg||2v1, so we get V.I'rq = ||ro|[2€1. Substituting into the Galerkin condition
yields

VTZ;AVm Ym = ||’I"0H2/€\1.

This can be interpreted as a projection of the large system Ax = b onto the small Krylov
subspace K,,(A;r). From (3.4), we have VT AV,, = H,, and therefore the problem reduces
to solving the m x m Hessenberg system

Hmym = ||T0||2/€\17 (35>

after which the approximate solution is recovered as x,, = xo + Vinym. We call this method
the full Alrnoldi-Galerkin method (in short full ArGal). The system (3.5) can be solved
efficiently. For example, we can use Givens rotations to reduce H,, to triangular form in
O(m?) flops, then use backward substitution at a cost of O(m?) for solving the triangular
system.

The residual r,, plays an important role in monitoring the accuracy of the approximation.
It is not necessary to compute it explicitly as b — Az,,. Instead, see the following exercise.

Exercise 3.2. Using Arnoldi relations and equation (3.5), show that

Tm=b— Aty = —Rmi1m (L Ym) V1, (3.6)
and therefore
HTmH2 = hm+l,m ‘é\?n?/m| = hm+l,m ‘yfnm)‘; (37)

where y,,, is the solution of (3.5) and y,(fln ) is its last element.

The relation (3.6) shows that the residual r, is in direction v,, 1. This also follows directly
from the Galerkin condition r,,, L IC,,(A;rg), which implies that r,, is orthogonal to the basis
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{v1,...,vn}. Hence, r,, must lie in the direction of v, ;1. Another direct consequence is that,
in Galerkin methods, the successive residuals are mutually orthogonal, i.e.,

rfrk =0, Jj#k.
This follows from the fact that vectors {v;} form an orthonormal set.

Exercise 3.3. Prove that if A is positive definite, the energy norm ||z — x,,|| 4 is minimal
over subspace IC,,(A;rp). In other words, x,, is the best approximation for = in the A-
norm. Here ||z||4 = V2T Az. Now, it should be more clear why this approach is called
Galerkin method.

To solve Ax = b, some approaches can be employed. We explore a couple of approaches
in the following.

Full (unrestarted) method. Starting with m = 1 and the initial guess zq, the Krylov
subspace dimension is increased at each iteration. At step m > 1, we construct an orthonor-
mal basis V,,, of the Krylov subspace IC,,(A;rg) using the Arnoldi process, and compute the
approximation

Tm = To + Vinlm,

where y,,, solves the reduced system (3.5). The algorithm is given below.

Algorithm 4: Full Arnoldi-Galerkin (ArGal) method.

Input: A € R™*"™; vector b € R™; initial guess x; tolerance £; maximum iteration M,
Output: Number of iterations mie,; final solution z,,,,,,; relative residual norm relres of final
solution; indicator flag.

Set rg = b — Axg, po = ||rol|2, v1 = ro/po, relres=1, flag=0,m =1
while relres > ¢ and m < my,q, do
% Arnoldi
w = Av,,
for j =1 to m do
Rjm = vjrw
w=w — h;mv;
end for
Pmt1,m = [[w]l2
if Apy1,m = 0 then Break
Um+41 = w/hm-‘rl,’m
Update matrices H,,, and V,,

% Galerkin
Solve m x m system H,,y = ||ro||2€1 for y,, (update the previous decomposition of H,,_1)
Compute the solution vector x,, = xg + Vin¥ym
Compute relres = R 1.m |[y™|/|b]2
Set m=m+1
end while
Set Mjger = m — 1
if Myter = Mupaz then flag =1

For a prescribed tolerance ¢, the iteration is terminated if the residual r,, = b — Az,
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satisfies the relative error
7|2

[P —
Otherwise, the Krylov subspace dimension is increased to m + 1 and the process continues.
Here and in all algorithms in the sequel, the output parameter flag indicates whether
the prescribed accuracy was attained before reaching the maximum number of iterations:

0, desired accuracy achieved,
flag =

1, maximum iterations reached.
In this algorithm, the successive solutions x1,xs, ..., 2, ... lie in nested affine spaces
To +]C1(A;7”0) C .T0+’C2(A;T0) c---C .Z’O—FICm(A;To) C -

At each iteration, there is no need to reconstruct the Arnoldi matrices from scratch; instead,
they can be updated from the previous step. See Exercise 3.10 in Section 3.8 in the following.
This means that x,, carries the information from all previous iterations.

Theorem 3.2 (Happy breakdown). If the Arnoldi algorithm breaks down at an inter-
mediate step m, then the iterate x,, of the full Arnoldi-Galerkin algorithm is the exact
solution of system Az = b.

Proof. The Arnoldi Algorithm 2 breaks down at step m if hy,41,, = 0. But this means
that ||r,||2 = 0 according to (3.7). O

However, sometimes convergence may be slow unless an effective preconditioner is used.
Sometimes it is useful to restart the algorithm with an updated residual.

Restarting. Each iteration of the Arnoldi process requires the storage of one additional
basis vector. Therefore, if many iterations are needed to achieve a prescribed accuracy with
the full Arnoldi-Galerkin method, the storage and computational costs may become very
large. To overcome this, one can use a restarted version of the method, in which the Arnoldi
process is restarted every k iterations, using the most recent iterate as the new initial vector
for the next Arnoldi cycle. In this way, the storage requirement is limited to O(k) vectors.

Each block of k iterations is called a cycle. Starting from the initial guess ¢, the first cycle
computes the approximations x1,...,x; by increasing the dimension of the Krylov subspace
from 1 to k. In particular z, is the solution at the end of first cycle. Now, we reset the
dimension to one and start the second cycle with the initial guess zj (instead of xy) and
residual

T = b— Al’k,

as the starting vector (instead of ry) for generating new nested Krylov subspaces of dimensions
1 to k to produce approximate solutions xp.1,...,T9,. The process continues in the same
manner, with each cycle using the final approximation from the previous cycle as its initial
guess. Convergence may occur at an intermediate iteration within a cycle when the relative
residual norm falls below . In this case, the maximum number of iteration m,,., = k does
not achieved (mye, < k) and the loop over that cycle is stopped. The restarted algorithm is
given below.
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In the restarted approach, the approximate solution is refined by repeatedly constructing
new Krylov subspaces using the most recent residual vector. Although restarting significantly
reduces the storage and computational costs, it may affect the convergence. Recall that in
Krylov subspace methods the residual has the form r,, = p,,(A)rg, where the polynomial p,,
is expected to damp efficiently the components of rg associated with the spectrum of A. When
the method is restarted, the Krylov subspace and the polynomial approximation process are
rebuilt from the new residual and the spectral information accumulated during the previous
cycle is ignored. This may lead, in some situations, to stagnation or slow convergence.

Algorithm 5: A restarted Arnoldi-Galerkin algorithm (ArGal(k) method)

Input: A € R™*"™; vector b; initial guess xg; tolerance ¢; restart number k, maximum number of
cycles Jmaz-
Output: Number of cycles j;ier; final solution z; relative residual norm relres of final solution;
indicator flag.
Set 7 =0, flag=20
while j < jinq: do

Run the full Arnoldi-Galerkin algorithm 4 with inputs A, b, zg, € and My,q, = k and outputs x
and Mger
if myier < k then Break
Set xp=xand j =45 +1
end while
Set jiter = j
if jiter = Jjmaz then flag =1

Other restarting strategies are also possible. For example, one may repeatedly restart
with a fixed Krylov subspace dimension using the latest residual, or gradually increase the
subspace dimension while using the previous solution as the new initial guess. We do not
discuss these variants further here.

In both algorithms above, if A is symmetric, then the resulting algorithms are known as

Lanczos—Galerkin methods [10, 1952]. In this case the symmetric tridiagonal system

TYm = |70l 261

can be efficiently solved by LU or QR factorization. In the non-restarted version, the reduced
solution vy, can be updated recursively from the previous iterate y,, 1. Consequently, the
approximation x,, can be written in the form

T = Tm—1 + correction term.

and we do not need to store Lanczos matrices but vectors. This recursive structure is one
of the main advantages of the full method. In contrast, this is generally not possible for
restarted algorithm unless inside the cycles. However, the purpose of restarting is to keep
the dimension m small while improving the approximation over successive cycles.

Exercise 3.4. Assume that A is a symmetric positive definite matrix. Write the Lanczos
version of Algorithm 4. Use the Cholesky factorization T, = Lng where L,, is the lower
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bidiagonal matrix

gm—l 9m

Derive the recursive formulas for computing the entries ¢; and 6;. Next, express the
solution y,, of the system T,,y,, = ||70]|2€1 as an update of the previous solution y,,_; of
Tin—1Ym—1 = ||70||2€1. Finally, incorporate all of these recursions into a complete algorithm,
and call it the Lanczos—Galerkin algorithm for solving the symmetric positive definite
system Ax = b.

The Lanczos—Galerkin algorithm for symmetric positive definite systems is identical with
the Conjugate Gradient (CG) method [8, 1952], as we will detail it in Section 3.6. In this
case CG provides a more efficient algorithm compared to the Lanczos algorithm.

If A is symmetric but indefinite, Cholesky is no longer applicable. One may use T, =
LD, LT factorization where

1
¢ 1
Ly, = b 1 , D, =diag([01,...,0,]).
The recursions are #; = o7 and for j =1,....,m — 1,
B;
= ‘9_3,7 Oj11 = a1 — g_?ej'
j
Then the system T,y,, = ||rol|2€1 is solved by L,,e., Ly, = ||roll2€1. This requires forward

substitution, diagonal scaling, and backward substitution. The solution y,, can be obtained
recursively from the previous solution ¥, ;. However, there is an important issue: if some
w; is very small, the factorization becomes unstable or breaks down. This corresponds to the
fact that the Galerkin system may become nearly singular.

A more stable algorithm is to solve the Galerkin system using QR factorization of T,.
One can use Givens rotations to eliminate the under diagonal elements i, ..., 8,1 and
compute a QR factorization

Tm - QmRm7

where @),,, is orthogonal and R,, is upper triangular. Then

Rmym = ||TO||29ma Im = an/e\l (38>

Since T,, is tridiagonal, the matrix R,, has an upper triangular (more precisely, upper tridi-
agonal) structure. This makes it possible to derive three-term recursions for updating the
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approximation x,, from the previous iterate x,, ;1 without storing the Lanczos matrices 7T,,
and V,,,. The implementation details are given in Appendix A.1. However, it is preferable to
first study the MINRES implementation in Section 3.8, since the two procedures share some
similarities.

Exercise 3.5. In 1847, Cauchy developed an iterative method for solving (nonlinear)
systems of equations which is now known as steepest descent method.
At each step the algorithm updates the solution via

Tj+1 = Tj + a;p;

where p; is a search direction and «; is the step length (see also the next section). In
steepest descent method the search direction is chosen to be p; = r;. The method for
linear equation Ax = b for a symmetric positive definite matrix A is given in Algorithm

6.

Algorithm 6: Steepest descent method for solving Ax = b

Input: Symmetric positive definite matrix A € R™*™; vector b; initial guess zg;tolerance ¢;
maximum iteration j,qz-
Output: Number of iterations jj.,; final solution x;,,., ; relative residual norm relres of final
solution; indicator flag.

Set rg = b — Axg, flag=0, relres=1, 7 =0
while relres > ¢ and j < jq, do
aj = (r]ry)/(r] Arj)
Tj+1 = Tj+ayr
Tj4+1 =T — OéjA?“j
relres = |[rjqall2/]bll2
Set j=4+1
end while
Set jiter = J
if jiter = Jmae then flag =1

Show that the steepest descent method is an special case of restarted Arnoldi-Galerkin
Algorithm 5 with restart number & = 1 (one-dimensional method).

Exercise 3.6. Assume that A is symmetric positive definite, and define the A-norm
|z||4 = 2T Az. Using the fact that r; = b — Az; = A(z — z;), and other relations in the
steepest descent algorithm show that

T

2 2
|z — @i lly = |z — x5lla — ayr; 7).
Now, show that roer = 0 and conclude from the above equality that

T T
2 2 TiTti TiTj
|z — xj+1||A = ||z — xjHA (1 - TJTATj TJZ“A—lrj>

Now use the Kantorovich inequality (the proof is rather technical!)

1
1 < (uf Au)(u" A7) < Z(ml/Q + 72?2 Yu with ufu = 1,
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to show that

k—1\’
o=zl < (257 ) llo = ol (39)

for the steepest descent method, where k is the condition number of A in norm 2. What
is your conclusion from the error bound (3.9)7

3.5 Conjugate Gradient method

The Conjugate Gradient (CG) method was developed independently by Hestenes and Stiefel
and published in their joint paper [8] in 1952.

Assume that A is symmetric positive definite and consider the linear system Az = b. The
solution is equivalently the minimizer of the quadratic functional

1
o(z) = ixTAx — vl

This naturally leads to iterative minimization methods. At each iteration, a new approx-
imation x,,.1 is obtained by correcting the previous iterate z,, along a suitable direction
D

Tont1l = T + QUPrn- (3.10)

The vector p,, is called a search direction. Once the direction p,, has been chosen, the
problem reduces to minimizing ¢ on line x,, + ap,,. Equivalently, we seek the parameter «,,
that minimizes ¢(x,, + ap,,) with respect to «. Differentiating with respect to a gives

d
0= @(b(xm + app,) = p%(Axm + aAp,, — b).

Using r,, = b — Ax,,, we obtain
T

Ay = PrmTm_
PiAPm

This optimal value «, is called an ezxact line search at iteration m. Note that a,, = 0 if

and only if plr,, = 0. This situation must be avoided, since then z,,.; = z,, and the

iteration makes no progress. Therefore, the search direction p,, should not be orthogonal to

the residual r,,, unless r,, = 0, in which case x,, is already the exact solution. Whenever

pL 1, # 0, the exact line search guarantees the strict decrease

(3.11)

P(Tmi1) < A(Tm).

In the steepest descent method (Exercise 3.5), the search direction is chosen simply as
Pm = Tm. Since r,, = b — Azx,, = —Vo(x,,), the vector p,, points in the direction of the
steepest decrease of the functional ¢ at the point x,,. Although this is a natural choice, the
method often performs poorly in practice because it lacks memory. At each iteration, only
information from the current iterate x,, is used to compute x,,,1, while all information from
previous iterations is ignored. Recall from Exercise 3.5 that the steepest descent method can
be interpreted as a restarted one-dimensional Lanczos—Galerkin method. At each step, a new
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one-dimensional Krylov subspace is constructed from the current residual, and therefore no
nested sequence of growing Krylov subspaces is preserved.

The CG method can be viewed as a simple but highly effective modification of steepest
descent that incorporates memory from previous iterations. As we will see later, CG is
precisely the full (unrestarted) Lanczos—Galerkin method (Exercise 3.4) in which the Krylov
subspace dimension m increases by one at each iteration.

Here, however, we derive the CG method independently of Krylov subspaces and the
Lanczos process, but then we show the connection. Assume that x is the exact solution and
define the error

Em = T — Tpy.

By the notation L y we mean that z and y are orthogonal, i.e., 27y = 0, while x L4 y
means that  and y are A-orthogonal (or A-conjugate), i.e., 7 Ay = 0. We start with the
following Lemma.

Lemma 3.3. Let z,,11 = x,,, + a;,pm be obtained from an exact line search which means
that a,, comes from (3.11). Then 7,41 L py, and €01 La Pin-

Proof. From (3.10) we obtain
Tl = T'm — QU AD,. (3.12)

Taking the inner product with p,,, gives 7",2 +1Pm = rﬁpm—ampﬁApm = (0 because «,, is chosen
by the exact line search (3.11). Since Ae,y1 = Tyyi1, We obtain pl Ae,y = plry, 1 =0. O

The above lemma states that the minimum of ¢ along the line z,,, + ap,, is attained when
the directional derivative vanishes, i.e., V@(Zmi1) - pm = =75 1Dm = 0.

Repeated use of (3.10) gives
Tmy1 = To + QoPo + *** + QP (3.13)
which means that our approximation for x comes from affine space xy + P, 11 wWhere
Prnt1 = span{po, pi; - - -, P }-
Since €,,11 = * — Ty 11, We obtain
em+1 = €9 — (po + ++* + Wmpm) = T — (To + qopo + ** * + AmPin).

The CG method finds the best approximation to ey = x — x( in the A-norm over subspace
Pumi1- On the other words, z,,.1 is (energy) projection of eq into subspace P,,1. That is,
CG minimizes ||e11|la = ||z — plla, where p € zg + Ppy1 and ||z]]a = V2T Az. The best
approximation theorem for inner product spaces (projection theorem) implies that the error
must be A-orthogonal to the basis of the approximation space:

em+1 La Dy, j=0,1,....,m. (3.14)

From Lemma 3.3, we already know that e,,.1 14 pn. The following theorem gives
sufficient conditions for having (3.14) for all values of j < m.
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Theorem 3.4. If an iterative method x,,.1 = x,, + P, employs search directions which
are mutually A-conjugate:

P La pj, J#k,
and uses exact line searches (3.11), then the errors satisfy (3.14). Consequently,

em+1 = argmin |leg — p|| 4.
PEPm+1

Proof. We prove (3.14) by induction on m. For m = 0, the statement follows directly
from Lemma 3.3. Assume now that e,, L4 p; for j =0,...,m—1. Since €41 = € — WP,
we obtain

eZLHApj = eﬁApj — ampﬁApj.
For j =0,...,m — 1, the induction hypothesis and the conjugacy condition imply that both
terms vanish. For 7 = m, the result follows from Lemma 3.3. O

The remaining question is how to construct the search directions p;. In the steepest
descent method, the search direction is chosen as p,, = r,,. However, these directions do not,
in general, satisfy the A-conjugacy condition, and therefore the method does not enjoy the
optimal approximation property described above.

In the CG method, the search directions are constructed by A-orthogonalizing the residual
against the previous search directions. The first direction is chosen as pg = ro. For m > 1,
the next direction is defined by

Dm = Tm + 5mflpmfl- (315)
The coefficient (,,_; is selected so that p,, L4 pn—1. This condition yields

TZZLApmfl

By = ——miiml
pnglApmfl

(3.16)

In fact, this choice guarantees that all search directions are mutually A-conjugate. See the
following lemma.

Lemma 3.5. With p,, defined by (3.15) and (3.16), the residual vectors r,, are orthogonal
to all previous search directions:

rlp; =0, j=0,...,m—1, (3.17)

and the search directions are mutually A-conjugate:

pr Ap; =0, §j=0,1,...,m—1. (3.18)

Proof. We prove relations (3.17) and (3.18) jointly by induction. From Lemma 3.3, we
know that r,, is orthogonal to the previous search direction p,, 1, and by construction p,,
is A-conjugate to p,,—;. Thus both (3.17) and (3.18) hold for m = 1. Assume now that the
relations are true for some m > 1. We prove them for m + 1. Using (3.12), we obtain

Tﬁﬂpj:rﬁpj—(%mpzz‘lpj, 7=0,...,m—1.
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By the induction hypothesis, both terms on the right-hand side vanish, and therefore
r,gﬂpj:O, j=0,...,m—1.

For j = m, the relation r | p,, = 0 follows directly from Lemma 3.3. Hence (3.17) holds for
m + 1.

Next, we write for j =0,...,m — 1,
P Apj = 1001 ADj + By, Ap; using (3.15)
=7l 1 Ap; using induction hypothesis
= a; Ty [y = Tyl using (3.12)
- a;1T7?1+1[pj — Bj_1pj—1 — Pj+1 + Bip;]  using (3.15)
=0.

This expression is zero because, using the induction hypothesis, we have already shown that
rg,;ﬂpj =0 for 5 =0,...,m — 1. Note that for j = 0, the term p; — 8;_1p;—1 appearing in
the second last line should be interpreted simply as pg, since ro = po. Finally for j = m, by
construction, we have p! . Ap,, = 0. Hence (3.18) also holds for m + 1. O

Lemma 3.6. The residual vectors r,, are orthogonal to all previous residual vectors:

rlri=0, j=0,...,m—1. (3.19)
Proof. Since ro = py, relation (3.17) gives rlro =1rlpy = 0. For j =1,...,m — 1, using

(3.17) and (3.15) we obtain

0= 15p; = rp(rj + Bjm1pj—1) = 1Ty,
which compltes the proof. m

We summarize the resulting CG algorithm below.

Algorithm 7: Conjugate Gradient (CG) method for solving Az = b

Input: Symmetric positive definite matrix A € R™*™; vector b € R™; initial vector xg; tolerance ¢;
maximum iteration m,,q.-
Output: Number of iterations m;se,; final solution x,,,,, . ; relative residual norm relres of final
solution; indicator flag.

Set ro = b — Axg, pg = 1o, relres =1, flag=0, m =0

while relres > ¢ and m < my,q, do
Compute a,, = (rLr..)/(pL Apm)
Update z,411 = Tmy + QmPm
Update rm41 = "'m — 0 Apm
Compute B, = (rl 1 rms1)/(rhrm)
Update pma1 = Tmr1 + BmPm
Compute relres = ||rm+1ll2/1/0]2
Set m=m+1

end while

Set Miter = M

if Miter = Mmax then flag =1
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In the algorithm, using the orthogonality properties mentioned above, the coefficients a,
and 3, are reformulated and simplified as follows:

T T T T
P™m  TyTm B . Tm—i—lApm T4 Tm+1
m — .

L Apm DL Ap, B

o Ph AP L,
For proofs replace Ap,, from (3.12) and p,, from (3.15) and use orthogonality relations. We
leave it as an exercise.

Algorithm 7 requires only one matrix—vector product, two vector inner products, three
scalar-vector products, and three vector updates per iteration. Thus, the total cost per
iteration is

2 -nnz(A) + 10n.

Note that, in the computation of 3,,, the inner product 72 r,, has already been computed in
the previous iteration and therefore does not need to be computed again. It can also be used
to compute the residual for no extra cost.

3.6 CG connection to Lanczos process

We now reveal the connection between the CG method and the symmetric Lanczos process.
We start with the following interesting theorem.

Theorem 3.7. At the m-th step of the CG algorithm (assuming r; # 0 for all j), we have

Pm—l—l = Rm+1 = ICm+1(A; 7“0)-

where P11 = span{po, . .., pm} and R, 1 = span{rg,..., .}

Proof. The proof is by induction on m. For m = 0, the statement is trivial since py = ry.
Assume now that the statement holds for some m > 0. We prove it for m 4+ 1. We first show
that

Rtz C Kpga(A;ro).

By the induction hypothesis, it is sufficient to prove that r,,11 € K 12(A;70). From (3.12),
we have 7,11 = Ty — @ Apy,. Since p,, € K11(A;7rg) by the induction hypothesis, it
follows that Ap,, € Ki2(A;1r9). Moreover, r,, € Kpy1(A;70) C Kinpa(A;1p). Hence 741 €
Kmia(A;70).
Next, we show that
Ptz € Ringo.

By the induction hypothesis, we already know that p; € R,,41, for j = 0,...,m. Thus
it remains only to show that p,,+1 € R,12. This follows immediately from the recurrence
relation (3.15), Pmt1 = Tmi1 + BmPm-

We have therefore established that the three spaces are nested. To finish the proof, it
remains to show that these three spaces have the same dimension. Since K,,42(A;70) is
generated by at most m + 2 vectors, its dimension is at most m 4+ 2. On the other hand, the
vectors po, . .., Pme1 are mutually A-conjugate and nonzero. Because A is positive definite,
A-conjugate nonzero vectors are linearly independent. Therefore, the dimension of P, o is
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exactly m + 2, which means that all three spaces have the same dimension m + 2 and hence
they are equal. O

Corollary 3.8. The CG method is a Krylov subspace method with Galerkin approach
for solving Az = b with a symmetric positive definite matrix A.

Proof. From equation (3.13) we observe that the CG solution z,,,1 belongs to space
xo + Pm+1 which is equal to space xg + KCppi1(A; 7). Besides, according to (3.14), this CG
solution is obtain by requiring that (z —Z,,4+1) L4 Pme1 which is equivalent to (b— Az,,yq) L
Pimi1 = Kimi1(A;1rg). Thus CG is a Galerkin method. O

This result shows that the solutions produced by the CG method are identical with
those obtained from the full (unrestarted) Laczos—Galerkin algorithm (see Exercise 3.4). In
other words, the CG method can be derived directly from the Galerkin projection applied
to the Lanczos process. The projected matrix 7,,,1 is symmetric tridiagonal and positive
definite. The derivation then proceeds from the Cholesky factorization T,,,;1 = Ly, 1LY 15
and definition of the search direction in terms of Lanczos matrices. Up to a normalization
factor, the search direction matrix [p,...,Pm] = Vins1L,,\ ;. The short recurrences of the
CG method follow from the bidiagonal structure of L,, 1.

Remark 3.3. The scalars «; and §; in the CG method are different from the Lanc-
zos coefficients that are often denoted by the same symbols. We also remark that the
implementation of CG method as in Algorithm 7 is more memory efficient than its imple-
mentation via the Lanczos—Galerkin algorithm. For this reason, Algorithm 7 is usually
the preferred algorithm in practice. The CG algorithm is just an efficient implementation
of the Lanczos—Galerkin algorithm for symmetric positive definite systems. If the system
matrix is symmetric but not positive definite, one must instead use the Lanczos-Galerkin
algorithm, or the more efficient MINRES algorithm (see Section 3.8).

3.7 Convergence of the CG method

One remarkable property of the CG method is that the residual vectors are mutually orthog-
onal; see (3.19). This immediately leads to the following theorem.

Theorem 3.9. In the absence of rounding errors, the CG algorithm applied to an n x n
symmetric positive definite system Az = b produces the exact solution in at most n
iterations.

Proof. Suppose that after n — 1 iterations the exact solution has not yet been obtained.
Then we compute the next solution x,,. The next residual vector r,, € R" is orthogonal to the
previous residual vectors rg,rq,...,7r,_1 € R". Since these vectors are mutually orthogonal
and nonzero, they form a basis of R™. Therefore, r, is orthogonal to a basis of R", which
implies that r, = 0. Consequently, x,, is the exact solution. O

One can also prove Theorem 3.9 using the fact that r, is orthogonal to the search di-
rections p; for 7 = 0,...,n — 1. This finite termination property, however, is valid only in
exact arithmetic. In practical computations, rounding errors destroy exact orthogonality, and
therefore exact termination is generally not observed. Moreover, in applications the dimen-
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sion n is usually very large, and we expect to obtain an accurate approximation in a number
of iterations far smaller than n. For this reason, it is important to study the convergence
behavior of the method at intermediate iterations and understand how convergence can be
accelerated.

Every element of the Krylov subspace K,,(A;ry) = span{rg, Arg,..., A" 1ry} can be
written in the form ¢(A)rg, where g € P,, is a polynomial of order at most m (degree at most
m — 1). Conversely, for every polynomial ¢ € P,,, the vector q(A)ry belongs to KC,,(A; 7).
Hence

m(A; 7o) {q 0:q€E Pm}.
The CG method computes an approximation x,, € xy + K,,(A4;7) by orthogonalization of
the residual b — Az, to the Krylov subspace IC,,(A; 7). It is equivalent to minimizing the
error e, = T — &, in the A-norm (See Exercise (3.3)). Since z,,, € x¢ + K,,,(A;79), it has the
representation x,, = xo+q(A)rg, where ¢ € P,,,. Using the identity rg = b— Axg = A(z —x0),
we obtain

Em = T — Ty,

=z —1x9— q(A)A(z — x0)

= (I —q(A)A)eo

=: p(A)ey,
where p(t) = 1 — ¢(t)t belongs to P, ;1 and satisfies p(0) = 1. This leads to the following
theorem.

Theorem 3.10. Let x,, be the m-th iterate of the CG method and let e,, = z — z,, be
the corresponding error. Then

lemlla=__ min —[Ip(A)eolla, (3.20)
peP )=1

m+1, p(O -

where P, .1 denotes the space of polynomials of order at most m + 1 (degree at most m).

Theorem 3.10 makes it possible to derive convergence bounds for the A-norm of the error
in terms of the eigenvalues of A. Assume that the positive definite matrix A has eigenvalues
A1, ..., Ap and corresponding orthonormal eigenvectors vy, ...,v,. The initial error can be
expanded as

eo = C1v1 + -+ cutn,  leo]i = e Aep = 202)\

Since p(A)v; = p(Aj)v;, we obtain (try to prove it!)
lp(A)eol% = (p(A)eo)” Alp( Z c;Aj p(A

Hence the minimization problem becomes

n

lemll% = miﬂ(o)zlz%)\j p(N)?,

PEPm41, P -
J=1
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To derive a term independent of coefficients ¢;, we estimate

n n

2 2 2 2y N2 (]2
};%%pﬁﬂféggyOﬂ'Egg%—qggﬂ%>|MM.
J= J=

This leads to the following theorem.

Theorem 3.11. Let xz,, be the m-th iterate of the CG method and let e,, = + — x,, be
the corresponding error. Then

”em“A<( min_ max |p(Aj)|>, (3.21)

leolla — \pePmsit, p(0)=11<j<n

where \; are the eigenvalues of A.

The left-hand side of the error bound (3.21) is the relative error in the energy norm.
This bound provides yet another proof of the finite termination property of the CG method.

Taking m = n, we obtain
lenlla
feolls < 12525 PO

for every polynomial p € P, satisfying p(0) = 1. Now choose

p(t) =c(t— A1) (t = \n),

where the constant ¢ is chosen such that p(0) = 1. Then p(\;) =0 for all j =1,...,n, which
implies that |le,||a = 0, and consequently e, = 0 and = = z,.

Exercise 3.7. Show that if A has k < n distinct eigenvalues, then the CG method gives
the exact solution after at most k iterations.

Thus, convergence may occur very rapidly when A has only a few distinct eigenvalues
with high multiplicity. More generally, suppose that the eigenvalues of A are grouped into k
tight clusters, where k < n. If we choose

p(t) = et =) -~ (t = ),

where pq, ..., py are representative points of the clusters (for example, the cluster centers),
then p(}\;) is small for all eigenvalues A, since each eigenvalue lies close to one of the roots ;.
Consequently, max; [p();)| is small, and estimate (3.21) implies that the error norm ||ej|| 4 is
small.

Finally, by choosing p in the error bound (3.21) to be a suitably scaled Chebyshev poly-
nomial, one can derive the following classical convergence estimate. To see the details of the
proof refer for example to [13, 20, 2003].
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Theorem 3.12. The residual of the CG iterate at step m satisfies

ve—1\"
lenla <2 (Y257 ) el (322

where k = A\, /A1 is the spectral condition number of A.

The estimate (3.22) is generally pessimistic, since its derivation relies on some crude
upper bounds. Nevertheless, it clearly shows that the CG method converges more rapidly
for well-conditioned matrices. Moreover, it motivates the use of suitable preconditioners to
reduce the condition number and accelerate the convergence.

Exercise 3.8. Consider the linear system Ax = b, with starting vector z, and assume
that the CG method generates iterates z,, and residuals 7, for this system. Now consider
the system A% = b where A = QTAQ, 7 = QTx and b = QTb, for an orthogonal matrix
Q. Prove that the CG algorithm applied on the new system with 7, = Q7 generates
iterates ¥, = QT x,, and residuals 7, = QTr,,. In particular, ||7,,]|2 = ||Fm||2-

Exercise 3.8 shows that an orthogonal transformation of the system leads to exactly the
same CG iteration process. This means that to study the convergence behavior of the CG
method, we can restrict ourselves to diagonal systems (apart from the effects of rounding
errors).

3.8 Minimum residual methods

Up to here, we have focused on the Galerkin approach, which is particularly effective for
positive definite systems. In this section, we turn to minimum residual methods, which are
generally more robust and effective for indefinite systems. In this class of methods, we seek
an approximation

T € To + K (A;10)

such that the Euclidean norm of the residual, ||b — Az,,||2, is minimized. As before, we write
Ty = xo + Vipym for a vector y,, € R™. Since b — Azg = rg = |[|ro|av1 = pVinsi€y for
po = |rol|2, we obtain

b — Az ll2 = [[poVins1€1 — AVt |2
= [|poVins1€1 = Vins1 Hotym||2

= ||poe1 — HmYml2,

where we used the Arnoldi relation (3.1) and invariance property of Euclidean norm against
orthogonal matrices. Thus, the original problem reduces to the least-squares problem

Jnin lpor = Humyllo, (3.23)

where H,, is an upper Hessenberg matrix of size (m + 1) x m.
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Exercise 3.9. Show that the condition that ||[b— Az, ||2 is minimized in minimum residual
methods is equivalent to r,, L AKC,,(A4;ro).

3.9 GMRES methods

The GMRES (Generalized Minimal RESidual) method, introduced by Yousef Saad and Mar-
tin H. Schultz [14, 1986] for solving nonsymmetric linear systems, and several of its variants
are based on the minimum residual formulation above.

In GMRES, the reduced least-squares problem (3.23) is solved efficiently by computing
a QR factorization of H,, using Givens rotations at a cost of O(m?) flops. Since H,, is an
upper Hessenberg matrix, its QR factorization

can be computed efficiently using only m successive Givens rotations Gfy,...,G,,, which
climinate the subdiagonal entries i, ; for j = 1,..., m. The orthogonal factor is then given

by Qu, = GGy - - - G1, while R, is an upper triangular matrix of size (m + 1) x m, whose
last row is zero.

X X X X X X X X X X X X
X X X X X X X X 0 X X X
X X X = X X X X 0 x X

X X X X X X 0 x

X X X X X 0

Assume that @, = [Qm Gm) Where Q. consists of the first m columns and g, is the last
column of @,,. Also assume that R,, is the m x m upper triangular matrix obtained by
removing the last zero row of R,,. The least-squares solution y is then obtained by solving
the upper triangular system ) 3

Ry = [Iroll2 Q1. (3.24)

The residual norm can be computed without explicitly forming the approximate solution x,,.
Indeed,

[rmll2 = [[b = Azl = lIrollz - [lgmerlla = lroll2 - [7ml, (3.25)
where 7,, denotes the first component of ¢,,. In the sequel, we consider 7,, as the last
component of the first column of QL (or the first row of Q,,).

The full GMRES method constructs iterates z1, s, ..., T, ..., from the nested Krylov
spaces
Zo +IC1(A;7’0) C .Z'Q—FK:Q(A;T()) c---C iL‘o—FKm(A;To) C e

At iteration m, the Arnoldi matrices are not recomputed from scratch; instead, they are
updated from the previous step by appending one additional column to each matrix. Likewise,
the QR factorization of H,, is updated recursively from the previous factorization. The
resulting algorithm is given below and the recursive process is detailed after that.
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Algorithm 8: Full GMRES method.

Input: A € R™*™; vector b; initial guess xo; tolerance £; maximum iteration Mm.,qq-
Output: Number of iterations mje,; final solution x,,,,,,; relative residual norm relres of final
solution; indicator flag.

Set rg = b — Axg, po = ||rol|2, v1 = r0o/po, relres=1, flag=0,m=1
while relres > ¢ and m < My, do
% Arnoldi
w = Av,,
for j =1 tomdo
Rjm = U]-Tw
w=w — h;mv;
end for
hm+1,m = ||w||2
if Apy1,m =0 then Break
Um+1 = w/hnz+1,m
Update matrices H,, and V,,

% GMRES
Solve min ||ﬁmy — poéil|2 using QR factorization for solution y,,
y

Compute T, = o + VinYm
Compute relres = ||rmll2/||bll2 (= polTml|/|0]l2)
Setm=m+1

end while

Set Miter = M — 1

if Myper = Mppae then flag =1

Now we describe how important parts of the above GMRES algorithm (solving the least
squares problem and computing the residual) can be implemented efficiently. For m = 1, the
Arnoldi process produces the basis vector V; = [v1] and the Hessenberg matrix

% h11
H, = :
We eliminate the subdiagonal entry hy; using the Givens rotation

h h
Gl:{cl 31}, ok

oA VLR

Multiplying from the left gives

- (1) .
G\, = lh(ﬂ — AW,
Thus we obtain the QR factorization H; = Q;R;, where Q = GT and R, = ﬁfl). To solve
system (3.24) and compute the residual norm (3.25), we need the first column of QT = Gj.
In this case,

-~ c
gm_Glel_[ 1}-

—S1
Hence the solution is y; = ||7"0||201/h§11), and r; = Vjy;, and
I71]l2 = [I7oll2 |s1]-
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Since s; € [0, 1] (it is positive because ho; is positive), we conclude that ||71 || < ||ro||2, so the
residual is nonincreasing. If the residual is not sufficiently small, we proceed to the second
step m = 2. The Arnoldi process produces the second basis vector vy and the second column
of I:IQ, namely hg = [hlg, hQQ, ]’L32]T. We update

‘/2 - [‘/la 1}2]-

Since the rotation (7 from the previous step has already triangularized the first column of
H,, we now apply it only to the new column hs:
1
hiy
Giohy = h%)
his2
From here on, by operator G;o we mean that the 2 x 2 rotation matrix G, applies on two

rows j and j + 1 only and keep the other rows unchanged. Next, we introduce the Givens
rotation

G2 _ |: Co 82:| g = héIQ) 5y = h32
T @ \ (BS9)2 + b3, \/ (BS9)2 + b3,

to eliminate the entry hgs. Applying Gyo from the left gives

;1(1)
12
GaoGrohy = hg) )

0

which keeps the first element unchanged, modifies the second element, and makes the last
element zero. Now we append this new column to lfll(l) and obtain the upper triangular
matrix

hiY hiy
=0 2| =R

0 0

It is clear that ﬁf) is indeed obtained by fIZ(Z) = Gy 0 Gy o Hy. The first column of QY =
Gy o G o I343 is computed as

C1 C1 ~
~ 1 C2 52 2
92:G20G1061:G20|:90:|:|: s C:|O —81| = | —C2851| = |:'7g_:|, To = S189
o2 2 2
0 5152

where the last component of g» is denoted by 7 and the remaining by go. We further we
denote the square triangular part of Ry by Ry (removing the zero row), the least squares
solution y, is obtained by solving the upper triangular system

Roys = ||rol|2 G2

which is obtained by backward substitution. Then xo = V515, and according to (3.25) we can
write
[r2ll2 = [Iroll2 |72 = [[roll2 |s1s2l-
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Again we observe that ||7a]la = sa||71|]2 < ||71]]2 because so € [0,1]. The residual is non-
increasing, hopefully it approaches zero if we continue the iterations. Note that we can
compute 7, recursively by setting 7o = 1, 74 = —s179 and 7, = —S7y.

We now describe the general step. Assume that after step m—1 we have already computed
the QR factorization

m—1
Tm—1

R, 1 = ™D = Gp10---GyoHy 4, Gm-1=Gp_10---0Gioe; =: {gml}

where ]:Ifﬂ_ll) is upper triangular, and 7,,_1 = —S$,,_1Tm_2. At step m, the Arnoldi process
produces the new basis vector v, and the new Hessenberg column h,,, = [h1m, hom, - - -, hm+1,m]T.
The previously computed rotations Gy, ...,G,,_1 are then applied successively to h,, and
transfer it to a new column:
— (1) —
)
h2m
Gm—lo"'oGlohm: :
himn )
_herl,m_
Next, we construct the new Givens rotation
Cm Sm hgTTm_l) hm+1,m
Gm: e c > Cm = 1) y  Sm = 1) )
m o N T NI )R T
which applies on the last two entries and eliminates the last entry 4 1m:
— 1 -
g
h’?m
GmOGmflo"'oGlohm: :
hi
L 0

We append this column to ﬁfn”:l) and obtain the upper triangular matrix

~ hyy -+ Do,
H™ = . | =R,
him
i 0

Finally, the first column of QL. i.e. g,,, is obtained by applying G,, on g¢,,_1 appended

by zero, keeping in mind that G,,0 operates on m-th and (m + 1)-st components (last two
components):

gmfl gmfl ~
9m = Gm © |:gﬂ61:| = |:_CZL im:| O | Tm—-1| = CmTm—1 = |:f_m:| (326>
m m 0 S T m
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where

CmTm—1

Gm = { Ym-1 ] , Tn = —SmTm—1- (3.27)

Now, the solution y,, is obtained by solving the upper triangular system

Rmym = ||r0||2§m

using backward substitution and the m-th iterate x,, is computed via z,, = V,,y,n. The
residual norm according to (3.25) satisfies

[rmll2 = lIroll2 |Tm| = smllrm-1ll2- (3.28)
Since s; € [0, 1], we conclude that
|7mll2 < [rm-1llz2 < -+ < rol|2 (3.29)

By increasing m, the norm of the residual goes to zero unless we get s; = 1 for all j greater
than some fixed m.

Remark 3.4. For implementation, the old entries h;, are not stored permanently. In-
stead, at each step the Hessenberg columns are overwritten from top to bottom as the
Givens rotations are applied. Thus only one upper triangular factor needs to be stored
and expanded at every iteration. All Givens parameters c¢; and s; must also be stored
since all previously computed rotations are needed when processing a new column. The
main drawback, however, is that the entire matrix V,, € R™*™ must be stored and used
to compute x,, from y,,.

Theorem 3.13 (Happy breakdown). If the Arnoldi algorithm breaks down at an inter-
mediate step m, then the iterate x,, of the full GMRES algorithm is the exact solution of
system Ax = b.

Proof. The Arnoldi Algorithm 2 breaks down at step m if hy,41,, = 0. But this means
that the Givens parameter s, = 0 and ||r,,||2 = 0 according to (3.28). O

Exercise 3.10. System (3.24) is solvable if R,, is non-singular which means if all diagonal
elements of R, are non-zero. Show that in GMRES process R,, cannot be singular, unless
Tm—1 18 the exact solution of Ax = b.

In the following exercises we explore some relations between the Arnoldi-Galerkin (ArGal)
and GMRES algorithms.

Exercise 3.11. Come back to the reduced square system H,,y,, = ||7o||2€1 of the Arnoldi-
Galerkin method in (3.5), and its residual norm ||7,,||s = hm+1,m|y,(nm)| in (3.7). Modify
the QR-Givens process given above for solving this system. Write the residual in terms
of QR and Givens parameters and compare it with the residual formula (3.28) of the full
GMRES method.

Final solution: If we denote the the residual of GMRES by rSMRES and that of the
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Arnoldi-Galerkin by r27¢al you will show that

TGMRES — o2 GMRES_{_CEHT;‘:GELI

ST

m m' m—1 )

GMRES
m

ArGal

and if we denote the norms of the residuals by p -

show that

and p , receptively, you will

ArGal __ i GMRES
m - pm
Cm
where s,, and ¢, are the m-th Givens parameters. This division by ¢,, causes the conver-

gence curve of the ArGal algorithm to be sometimes considerably more oscillatory than
that of GMRES.

Exercise 3.12. Show that if at any step m, the GMRES method stagnates, i.e. xz,, =
Tm_1, then H,, is singular and thus the ArGal system H,,y,, = ||7ol[2€1 is not solvable
which means that the iterate x,, of ArGal is not defined (breaks down). Conversely, if
ArGal breaks down at step m then GMRES stagnates.

Compared with the CG or Lanczos process, the Arnoldi process does not use short recur-
rences. Consequently, each iteration requires the storage of additional vector h,,. The upper
triangular matrix R should be stored and is expanding step by step. The whole matrix V/,
must also be stored. These impose a severe limitation on the full GMRES method when A
is a large matrix and m gets larger and larger. For this reason, GMRES is commonly used
in a restarted form. The method GMRES(k) is a variant of GMRES in which the Arnoldi
process is restarted every k iterations, using the most recent iterate as the new initial vector
for the next Arnoldi cycle. In this way, the storage requirement is limited to O(k) vectors.
All remarks concerning the restarted Arnoldi—Galerkin algorithm in Section 3.4, including
the interpretation of cycles, stopping criteria, and convergence monitoring, apply equally to
the restarted GMRES algorithm presented below.

Algorithm 9: GMRES(k) method (restarted GMRES)

Input: A € R™"*"; vector b; initial guess xg; tolerance e; restart number &, maximum number of
cycles jmaz-
Output: Number of cycles j;ier; final solution z; relative residual norm relres of final solution;
indicator flag.
Set j =0, flag=0
while j < jnq. do
Run the full GMRES algorithm 8 with inputs A, b, xg, € and m,,q, = k and outputs x and
Miter
if myser < k then Break
Set zg=x and j =j+1
end while
Set jiter = .7
if Jiter = Jmaz then flag =1

For a general matrix A, convergence of GMRES(k) is not guaranteed. Moreover, it is often
difficult to determine a priori an appropriate value for the restart parameter k. Choosing k too
small may lead to slow convergence or even stagnation, while choosing k too large diminishes
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the computational and storage advantages of restarting. Nevertheless, GMRES(k) remains
one of the most widely used methods for solving large nonsymmetric linear systems because
of its robustness and modest memory requirements.

3.10 MINRES method

If the matrix A is symmetric (not necessarily positive definite), then the Arnoldi process
reduces to the Lanczos process, and the resulting Krylov method becomes a special case
of GMRES known as the MINRES (MINimum RESidual) method introduced by Paige and
Saunders [12, 1975]. Historically, MINRES was developed more than a decade before GM-
RES. The latter was introduced by Saad and Schultz in [14, 1986] to extend the minimum
residual approach to general nonsymmetric matrices.

In MINRES, the Hessenberg matrix H,, becomes the symmetric tridiagonal matrix 7T),,
which simplifies the computations and reduces the storage requirements. In particular, in
the QR—-Givens process there is no need to form and store a general upper triangular matrix.
We will see that in an efficient implementation we do not need to store the matrix V,, as
well. In the QR factorization 3

Ty = QnRn

the matrix R,, has the upper tridiagonal form

[ (D 5(1)

y 1 g
R
By = Ym—2
0 8BS,
o2
. O -

Most entries of R, are affected by two successive Givens rotations, except for the entries in
the first row and the elements 7;, which are generated by only one Givens rotation. In fact,
at the first step only G| acts on the first column of Tl. At the second step, GG; and G4 act
on the second column, and at any step m > 2, only the three rotations G,,_s, G,,_1, and G,,
act on the m-th column of T,,, namely

h’m = [07 oo 7(); ﬁm—la (8777%) /Bm]Tv

since its first m — 2 entries are already zero. The action of GG,,_» introduces the additional
nonzero entry 7,_o and updates the entry ,,_1. Next, the rotation G,,_; further changes
Bm—1 and also updates a,,. Finally, the rotation G,, updates a,, once more and eliminates
the subdiagonal entry 3,,. The first column of Q1 , i.e.

gm:GmO"'OGloé\lv

has exactly the same form as in (3.26). We leave the detailed derivation, which follows the
similar routine as in the general case, as an exercise.
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At each step, the values ozf) and BJ@ are modified to new values with higher superscripts,
after which the previous values are no longer needed. For simplicity of notation, we therefore
drop the superscripts and write R,, in the form

ar i m
az P2 7o 0
Rm: Ym—2|
O Bmfl
am
0

keeping in mind that these coefficients a; and 3; are different from the Lanczos coefficients
appearing in T,.. For implementation, the matrix R,, is not stored. Even we do not need to
store a, B, and  values as vectors. We overwrite these values step by step.

As before, let R, denote the m xm matrix obtained by removing the last (zero) row of R,
and let g, denote the vector obtained by deleting the last element of g,,,. A direct approach is
to continue as done in GMRES to solve the upper triangular (here upper tridiagonal) system

Rypym = HTOH2§m; (3.30)

and then compute x,, = Vi,,y,. With this approach, R,, does not need to be stored as a
matrix but all columns of V,, must still be kept, which is not ideal and practical for large
problems and large values of m. Instead, we derive an elegant algorithm like CG algorithm
which needs only short recurrences and avoids the storage of the old Lanczos vectors.

The matrix R, is nonsingular («; # 0 for all j), otherwise one of the previous iterates is
already the exact solution. We already know that {vy,...,v,,} forms an orthonormal basis
for the Krylov subspace K,,(A;rg) from which the approximation z,, is selected. We now
construct another basis {pg, p1, ..., pm—1} for K,,(A4;7r0). Define the matrix

Pm: [p07p17"'apm—1}
by )
P, = V.R. (3.31)

Since V,, is orthogonal and 1:2;11 is upper triangular, this expression can be viewed as the QR
factorization of P,. In particular, P, is nonsingular, and its columns form a basis for the
same subspace spanned by the columns of V,,,, i.e. K,,(A;79). From P, R,, =V}, we obtain

ar i m
as Ba 7 0
[P07P17p27~-,]9m—1} R y :[m,vg,vg,...,vm].
m—2
0 /Bm—l
7%
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Comparing columns immediately yields the recursions

1
pO = _Uly
g
1
p1 = —(va — Bipo), (3.32)
Q2
1
Pr = (Vkt1 — Ve—1Pk—2 — BkDik—1) , k> 2.
A1

Thus, at step k& + 1, the new vector p, can be computed using only the current Lanczos
vector vgyq together with the two previous vectors py_o and p,_;. This gives the desired
short recurrence. Next, using (3.30), the MINRES approximation can be written as

Tm = To + mem =2+ Pmémym =T+ HTOH2 ngm

Now we see how a recursive update can be derived for z,, from previous iterate x,, 1. By
writing P, as P, = [P,_1, pm—1] and according to (3.27), we can write

Tm = To + Hr0||2 ngm
_ gmfl
= t0+ ol (P o] [ 9
= 20 + ||7oll2 Prn—1Gm-1 + |02 ¢mTm—1Pm-1

= Tm-1+ Hm—1Pm—1,

where
Hm—1 = ||7’0||2 CmTm—1-

We remind that the quantities 7,, are computed recursively from
To = 1, T = —SkpTk—1, k> 1.

The above derivation shows that MINRES enjoys short recurrences and avoids storing
the entire Lanczos basis or any matrix with O(m?) number of entries. By shifting the index
by one, the iteration takes the form

Tm+1 = Tm + HmPm,

which is analogous to (3.10) in the CG algorithm. Here, the vector p,, plays the role of a
search direction, while p,, acts as the corresponding step length. The residual norm need not
be computed explicitly from r,, = b— Ax,,, since it is available for free via ||r,, |2 = ||70l2 |Tm]-
The full method is given in Algorithm 10.

Regarding the construction of the search directions, the main difference between CG and
MINRES is that MINRES requires one additional vector to compute the new direction p,,.
For readability, we wrote the MINRES algorithm using indexed quantities. In an actual
implementation, however, x,,, Qm, Ym, tm, and 7, do not need to be stored for all iterations;
their values are simply overwritten at each step. Also, only two (8 values, two Givens rotations,
and two vectors p need to be stored simultaneously.
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Av vTv u+4v av total cost
CG 12 3 3 2-nnz(A) + 10n
MINRES | 1 3 5 5 2-nnz(A)+ 16n

Table 2: Cost comparison of the CG and MINRES algorithms. Here nnz(A) denotes the
number of nonzero entries in A.

Comparing the number of matrix-vector products (Av), inner products (u’v), vector

additions (u+wv), and scalar-vector multiplications (awv) required per iteration, we obtain the
following cost comparison table for CG and MINRES.

The cost of computing and applying the Givens rotations in MINRES is only O(1) per
iteration and is therefore neglected in the table. Apart from the matrix—vector product. Let
n denote the average number of nonzero entries per row of A, so that nnz(A) ~ nn. For
large values of 7, the matrix—vector multiplication dominates the overall cost and the differ-
ence between the two methods becomes small. In terms of memory requirements, MINRES
requires only one additional search direction vector compared with CG. The main advantage
of MINRES is its broader applicability. While CG is restricted to symmetric positive defi-
nite systems, MINRES can be applied to arbitrary symmetric matrices, including indefinite
systems.

Algorithm 10: MINRES method

Input: Symmetric matrix A € R™*"; vector b; initial guess xg; tolerance £; maximum iteration

mmaz .
Output: Number of iterations m;s.,; final solution x,,,,,,; relative residual norm relres of final
solution; indicator flag.

Set rog = b — Az, po = ||rol|2, relres =1, flag =0, m =1,
Set vo =0, v1 =10/po, Bo =0,
Setpo=p_1=0,7v-1=7%=0,G_1=Gy=0,79=1.
while relres > ¢ and m < my,q. do

% Lanczos process

w = Avm - ﬂm—lvm—l

Q= VEw

W= W — QpUm

Bm = [lw]|2

if 3,, = 0 then Break

Um+41 = w/ﬂm

% MINRES

Apply rotations G,,_2 and G,,_1 to compute v,,_2 and to update 3,,_1 and au,

Compute the new Givens values ¢, and ¢,,, form G,, and apply it to update «,, once more
Update pp—1 = (Um — Ym—2Pm—-3 — /Bm—lpm—2)/am

Compute fy—1 = Po CmTm—1

Update = Tim—1 + fm—1Pm—1

Update 7, = —SmTm—1
Compute relres = po|Tm|/||bll2 (which equals to ||7m]l/]1bll2)
Set m=m+1

end while

Set Mty =m —1
if Myper = Mupae then flag =1
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Exercise 3.13. Use Exercise 3.9 and prove that the MINRES search directions satisfy
rﬁApj =0, 7=0,1,...,m—1.

This is the MINRES analogue of the CG orthogonality condition (3.17), but here we have
A-orthogonality instead.

Exercise 3.14. Assume that A is symmetric. Use the Arnoldi relation (3.1) in its Lanczos
version and definition P, via (3.31) to show that

v} Ap; =0, i>j+1.

Then show that PT AP is a symmetric tridiagonal matrix and hence the MINRES search
directions satisfy
pi Ap; =0, whenever |i — j| > 1.

Compare it with the CG search direction property (3.4).

Exercise 3.15. Show that the same idea of replacing the Arnoldi basis {vy,...,v,,} by
the basis {po, ..., pm_1} does not resolve the storage problem in the GMRES algorithm.

In practice, restarted versions of MINRES are not used because MINRES does not suffer
from the storage limitations encountered in full GMRES.

3.11 Convergence of GMRES and MINRES methods

The first result, concerns the finite termination of the GMRES (and also MINRES as a special
case) at at most n iterations.

Theorem 3.14. In the absence of rounding errors, the full GMRES algorithm applied to
an n X n nonsingular system Ax = b produces the exact solution in at most n iterations.

Proof. Assume that after n — 1 iterations the exact solution has not yet been obtained.
This means that the Arnoldi algorithm 2 has already been produced n orthogonal vectors
vy, ..., v, € R". Now, the Arnoldi algorithm goes to produce the vector w = Av,, € R" and
makes it orthogonal to n previous basis vectors vy, ..., v, of R”. Then w is necessarily zero
and hence hy, 41, = ||w||2 = 0. This gives s, = 0 and thus ||r,[|2 = 0. O

However, this would be impractical for large systems if there were many steps required
for convergence.

For analysis we use the fact that since x,, € xo+K,,(A4;10), the residual 7, can be written
as mm = p(A)ro where p € P,,41 and p(0) = 1. Then similar to Theorem 3.10 for the CG
method, we have the following theorem

Theorem 3.15. Let z,, be the m-th iterate of the full GMRES method and let r,, =
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b — Ax,, be the corresponding residual. Then

Irmllz =, min * lp(A)rollz; (3.33)

€Ppt1, p(0)

where P,,, 11 denotes the space of polynomials of order at most m + 1 (degree at most m).

The proof uses the fact that in GMRES the residual norm ||r,,||2 is minimized over the
Krylov space KC,,(4; 7).

The analysis for general matrices is not possible, so we assume that A has a set of
n independent eigenvectors vy, ..., v, corresponding to eigenvalues \q,...,\,. This means
that A is diagonalizable. Then the eigenvectors form a basis for R" and we can expand the
residual ry as g = c;v1 + - - - + ¢, v, for some coefficients ¢;. It is not difficult to see that

rm = p(A)ro = Z cj p(Aj)v;. (3.34)

If A is symmetric, then eigenvectors form an orthonormal basis for R™ and we can simply
show that

n

17mll3 = rorm = Zcip(/\j)Q

j=1
and similar to Theorem 3.11 we can prove that

Theorem 3.16. Let z,, be the m-th iterate of the MINRES method and let r,,, = b— Ax,,
be the corresponding resudual. Then

I7ml2 < ( min max |p(/\j)\) : (3.35)

pEPm 11, p(0)=1 1sj<n

where \; are the eigenvalues of symmetric matrix A.

Similar to CG, the convergence is rapid when the eigenvalues of A are grouped into a few
tight clusters. If A does not have this property, then an appropriate preconditioner M so
that M~'A exhibits such a clustered spectrum should be used.

If A is not symmetric but still diagonalizable, then A can be decomposed as A = XAX !
where A = diag(Aq, Ag, -+, A,) and X = [v1,v9,...,v,]. In this case X is called the eigen-
matrix of A. The following theorem establishes a bound on the residual norm of the GMRES
algorithm for solving Az = b.

Theorem 3.17. Assume that A is diagonalizable with eigenvalues \; and eigenmatrix X.
Let z,, be the m-th iterate of the GMRES method for solving Ax = b and let r,,, = b— Ax,,
be the corresponding residual. Then

72
7oll2

</4(X)< min  max |p(Aj)|>. (3.36)

PEPm 11, p(0)=1 ISj<n

where k(X) = | X||2 - || X2 is the condition number of X.
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Proof. Similar to the previous theorem, we have r,, = p(A)rg, where p € P,,,1 satisfies
p(0) = 1. However, in the nonsymmetric case the eigenvectors v; are generally not orthogonal,
so we cannot write the compact expression (3.34). Nevertheless, since p(A) = Xp(A)X !,
we obtain

Irmll2 = Ip(A)roll = IXp(A)X ™ roll2 < X[l 1IX 2 [[Ip(A)]2 [Iroll-.

Because p(A) is diagonal, its 2-norm is ||[p(A)||2 = max Ip(A;)]. Hence
IIIKN

[7mlle < £(X) max [p(A;)] 70|z
IJIRN
This estimate holds for all Krylov subspace methods whose iterates are chosen from KC,,, (A; 7).

Since GMRES minimizes the residual norm over K,,(A; 7o), the above estimate immediately
yields (3.36). O

Since the condition number of the eigenmatrix is not known and can be very large, results
of the above theorem are of limited practical interest. It can be useful only when it is known
that the matrix is nearly normal, in which case x(X) ~ 1. Note that a matrix A € C"*" is
called normal if

AAT = AT A.
Examples of normal matrices are symmetric matrices, unitary matrices, and skew-symmetric
matrices.

We observed in (3.29) that the sequence of residual norms generated by the GMRES
algorithm is non-increasing, although it is not necessarily strictly decreasing. A remarkable
result due to Greenbaum et al. [7, 1996] states that any non-increasing convergence history
is possible for GMRES. More precisely, given any positive sequence

Irolle=po=p1 = = pn_1 >0,

there exist a matrix A € R™ "™ and an initial residual vector ry such that the residuals
produced by GMRES satisfy ||ri||lo = px for & = 1,...,n — 1. Moreover, the matrix A can
be constructed with any prescribed set of eigenvalues. Consequently, no useful convergence
estimate for GMRES can be derived solely from the spectrum of A. In particular, the
GMRES iteration may stagnate for many consecutive steps. The following exercise shows
that a stagnation may occur for as many as n — 1 iterations, with convergence taking place
only at the final step.

Exercise 3.16. Show that GMRES applied to the linear system Ax = b with initial guess
xo = e; makes no progress until step n, where

0 1

—Cp_1 -+ —C1 —Co

Note that A is the companion matrix associated with the polynomial p(t) = t"+c¢,_1t" '+
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-+ 4+ 1t + ¢ whose roots are the eigenvalues of A.

Despite these negative theoretical results, in practice GMRES (with a good precondi-
tioner) is often has a superlinear convergence (like CG method). In other words, the rate of
convergence improves as the iteration proceeds.

3.12 Petrov—Galerkin methods

The Galerkin method imposes the orthogonality condition r,, L IC,,(A, ry), where the approx-
imation z,, is sought in the affine space x,, € xo+K,,(A,r¢). For symmetric positive definite
matrices, this choice leads to efficient and optimal algorithms such as the CG method. How-
ever, for nonsymmetric matrices, the Galerkin condition is generally no longer appropriate,
since orthogonality of the residual with respect to the same Krylov subspace does not neces-
sarily guarantee good convergence properties. The minimal residual approach partially over-
comes this difficulty by minimizing the Euclidean norm of the residual, ||7,,||2 = [|b — Az, |2
over the Krylov subspace. This strategy gives rise to robust and stable methods such as GM-
RES. Nevertheless, both the Arnoldi-Galerkin and GMRES methods require long recurrences
for nonsymmetric matrices due to the upper Hessenberg structure produced by the Arnoldi
process. Consequently, the computational cost and storage requirements increase with the
iteration count m, since all previously generated basis vectors must be stored and orthog-
onalized. One possible remedy is to use restarted variants of these methods. In restarted
methods, the dimension of the Krylov subspace is kept to a fixed value k, after which the
iteration is restarted using the updated residual vector. In this way, the storage require-
ments and computational costs remain bounded while still allowing the improvement of the
approximate solution.

There exists the following natural question: for nonsymmetric systems, are there Krylov
subspace methods that employ short recurrences and thereby avoid the storage and compu-
tational costs associated with the full Arnoldi-Galerkin and GMRES methods?

To address this question, we introduce the more general framework of Petrov—Galerkin
methods. Recall that in the standard Galerkin approach, the approximate solution z,, is
sought in the Krylov subspace x¢ + K,, (the trial space), and the orthogonality condition
is imposed against the same subspace IC,, (the test space). The main idea of the Petrov—
Galerkin framework is to use two different spaces. The approximate solution is still sought
in the trial space zo + IC,,,, but the residual orthogonality condition is imposed with respect
to a different test space L,,. This asymmetry between the trial and test spaces provides
additional flexibility and is particularly advantageous for nonsymmetric linear systems.

Suppose that x,, = xo + V,,¥m, where the columns of V,,, form a basis of C,,, and let the
columns of W, form a basis of £,,. Then the residual becomes

T =10 — AViYm.

Imposing the Petrov—Galerkin orthogonality condition, WZr,, = 0, gives WL (ro—AV,,y) = 0,
or equivalently,

The matrix W AV,, is generally nonsymmetric, even if V, and W, are orthonormal bases.
Therefore, at each iteration one solves the reduced linear system (3.37). The effectiveness of
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the method depends on the choice of the left and right Krylov subspaces and on the resulting
conditioning of this projected matrix. Note that, the Galerkin method is a special case where
W = Vi

Petrov—Galerkin methods form the basis of several important iterative algorithms for
nonsymmetric linear systems. In particular, the BiConjugate Gradient (BiCG) method arises
from choosing K, = K,n(A;70) and L, = K,,(AT,7) where 7y is an arbitrary nonzero
starting vector satisfying (7, r9) # 0. Such methods avoid the long recurrences and storage
growth encountered in minimal residual methods, since they can be implemented using short
recurrences.

3.13 BiCG method

As we mentioned, the BiCG is a Petrov-Galerkin approach for solving non-symmetric system
Ax = b where the trial and test spaces are respectively chosen as

Km(A, 1) = span{ro, Arg, ..., A" 1o}
the Krylov subspace generated by A, and
L, = Kn (AT, 7y) = span{7, A7, ..., (AT)™ 17}

the Krylov subspace generated by A”. Here 7 is an arbitrary nonzero starting vector satis-
fying

(7:0, 7"0) 7é 0.
We look for bases for the trial and test spaces such that the projected matrix in the reduced
system (3.37), W AV}, becomes tridiagonal. In this way, the resulting iterative method can
be implemented using short three-term recurrences. To achieve this goal, we construct two
sets of vectors {vy, ..., vpny1} and {wy, ..., w1} satisfying the biorthogonality conditions

wiv; =0, i#j, wiv; = 1. (3.38)

These vectors can be generated by the nonsymmetric Lanczos process (also called the two-
sided Lanczos algorithm), originally proposed by Lanczos in [9, 1950]. This process reduces
the nonsymmetric matrix A to a tridiagonal matrix of the form

o o 0
T,=|% = WLAV,, (3.39)

’ - /Bm

0 Om O,

and generates additional scalars 3,1 and 6,,.1 and vectors v,,,1 and wy, 1.

The biorthogonality condition (3.38) implies that WV, = I, and equivalently V.. W, =
I. Assuming that the reduction (3.39) exists, we obtain AV,, = V,,T;, and ATW,, = W,, TZ.
Comparing the k-th columns of these relations yields

Avy, = Brug—1 + agk + Ok1Vk41,

T
A Wy = 5kwk_1 + AW + Bk+1wk+1,
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where we set vy = wy = 0, and choose the initial vectors v; and w; such that wfv, = 1.
Rearranging the above equations gives

Vg1 = Op1Vky1 = AV — v — Brvp—1, (3.40)
Wt1 = Brp1Wi1 = A wy, — agwy, — Spwg_1. (3.41)
Multiplying equation (3.40) from the left by w] and using the biorthogonality relation (3.38),

we obtain
o = w,{Avk.

To enforce the biorthogonality condition for ¢ = 7 = k + 1, it suffices to choose ;1 and
Or+1 such that S0k = U~)l{+12~ik+1. Hence, there is some freedom in the choice of these
parameters. In what follows, the normalization is chosen so that ||vg|l2 = 1.

Theorem 3.18. After m steps of the above biorthogonalization process, let W,, =
(Wi, ..., W], Vin = [v1,...,0n], and let T, denote the tridiagonal matrix defined in
(3.39). Then the following properties hold:

1. WLAV;, = Tp,
2. AVm = Vme i 6m+1vm+1/€\%7
3. ATWm = Wng,; + Bm+1wm+1/€\g1.

Furthermore, the set {vy,...,v,} forms a basis for the Krylov subspace IC,,(A;v;), while
{wy, ..., wy} forms a basis for IC,,(A”;w,).

Proof. Property 1 follows directly from the construction. Properties 2 and 3 are immedi-
ate consequences of equations (3.40) and (3.41), respectively. The biorthogonality condition
(3.38) implies that both sets {vq,...,v,} and {wy,...,w,} are linearly independent in R"™.
Moreover, relation (3.40) shows recursively that each vector in the standard Krylov basis

{vy, Avy, ..., A"t} of K,(A;v;) can be expressed as a linear combination of vy, ..., vp,.
Therefore, {vy, ..., v, } spans K,,,(A; v1) and hence forms a basis for this subspace. Similarly,
{wy, ..., wy} is a basis for KC,,(AT;w,). O

The nonsymmetric Lanczos algorithm (Lanczos bi-orthogonalization algorithm, or two-
sided Lanczos algorithm) is given in Algorithm 11.

There are two situations in which Algorithm 11 may break down. The first case occurs
when either vy = 0 or w1 = 0 (or both). In this situation, the algorithm has successfully
identified an invariant subspace. Indeed, if viy; = 0, then by property 2 of Theorem 3.18
we obtain AV}, = V, T}, which shows that the column space of V}, is an A-invariant subspace.
Similarly, if wy.; = 0, then property 3 gives ATW,, = W, T}, so the column space of Wy is
an AT-invariant subspace. This type of breakdown is called a happy breakdown, since the
algorithm terminates after having extracted exact invariant subspace information. If v ; =0
then the approximate solution is exact. If w,.; = 0 then the approximate solution to the
dual system is exact (see Exercise 3.18).

The second case, known as a serious breakdown, occurs when w} vy, = 0, while neither vy,
nor w1 is zero. In this situation, the required biorthogonality condition between the newly
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generated vectors cannot be enforced, and the recurrence relations break down. Fortunately,
several remedies have been developed that allow the algorithm to continue successfully in most
cases. Such modified schemes are commonly referred to as look-ahead Lanczos algorithms.

Algorithm 11: Lanczos Bi-orthogonalization Algorithm

Input: Nonsymmetric matrix A € R"*"; ry € R"; 7y € R™ with rl'7 # 0, dimension m < n
Output: Bi-orthonormal bases {v1,...,Vmt1} and {w1, ..., wyy1}, so that wiij = 0;;, and the
entries a;, 8; and d; of tridiagonal matrix 75,, and d,, and B,.
Set Vo = 0, Wy = 0, ﬂl = 0, (51 = 07 v = T0/||TO||2, w1 = fo/Hfng
for k =1 to m do
ap = wkTAvk.
Vgg1 = Avg — apvr, — Brvp—1
wi+1 = ATwy, — agwy, — Spwy—1
Vi = W1 Vks1
if 7, = 0 then Break
if vpr1 =0 or wiy1 = 0 then Break
Ok+1 = |[ves1ll2 and Bry1 = Vi /Ok11
Vk41 = Vt1/041 and Wi = W1/ Brs1

end for
Remark 3.5. Despite the symmetric Lanczos case, the basis {vq, ..., v, } is generally not
orthogonal. The same is true for the basis {wy,...,w,}. Instead, the two sets satisfy a

biorthogonality relation.

We now use the vectors {vy,...,v,} and {wy,...,w,} as bases for the trial and test
spaces K,,(A4;7) and K,,(AT;7y), respectively. Applying the Petrov—Galerkin approach to
the nonsymmetric linear system Az = b, the reduced system (3.37) takes the form

Ty = [|roll2€1, (3.42)
since WLAV,, = T,, and WZlry = ||roll2€1, due to the fact that rq = ||ro||ovs and the bi-
orthogonality of v; and w; for j =1,...,m.

Exercise 3.17. Using the second item of Theorem 3.18 and the system (3.42) show that

'm = — m+1( fnym)vm+1 (343)
Isalle = GmalyS? | vmpall2- (3.44)
This shows that r,, is aligned with (parallel to) v,,.1, which means that {ro,r1,...,7n_1}

forms a basis for IC,,(A; 7). In additions,

rmLw;, j=1,...,m. (3.45)

Exercise 3.18. The Lanczos bi-orthogonalization algorithm solves not only the original
system Az = b but also the dual system ATZ = b for some vector b, if 7o = b — ATZ. In
this case, the solution Z,, comes from subspace Zg + K,,(AT; 7o), while the orthogonality
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is enforced on subspace K,,(A; 7). Show that Z,,, = o + Wi, J,m where g, solves
T3 Gm = [I7oll2€1, (3.46)

and the residual can be computed as

Fm = —Bmi1(€mTm)Wm i1 (3.47)

1Fmllz = Brnar [T | llwmsal2- (3.48)

This shows that 7, is parallel to w,, 1, which means that {7, 71,...,7,_1} forms a basis
for K, (AT; 7). In additions,

T Lvj, j=1,...,m. (3.49)

Exercise 3.19. From relations (3.43) and (3.47) conclude that

Firm=0, j=01,....,m—1 (3.50)

In order to write the solution x,, in terms of previous iterate x,,_1, we use the same idea
as for the derivation of the CG algorithm from the symmetric Lanczos algorithm. Assume
that T}, has an LU decomposition

ap [ 0 1 ol [0 B 0
Tm = 52 @2 - — £2 1 . 92 - = LmUm
0 S Qi 0 b 1] |0 6,,

where ¢; and 6; are computed recursively as follows

o
912061, fk:—k, Gk:ak—ﬁkﬂk, k:2,...,m.
Or—1
Now, we define the matrix P,, = [po, p1,-- -, Pm—1] as

P =V, U L.
From (3.42), the solution is then expressed as

Tm = o + VinYm
= 20 + poVim (T}, '€1)
=20+ poViU 'L e
=20+ poPn L '€

Assume that z,, = poL,'e;. Since L, is unit lower triangular, the vector 2, = [09, ..., 0m_1
satisfies the recurrence

g0 = pPo, Ok = _gk—i-lo-k—la k= 1727""
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Therefore,
m—1
Tm = o + Z O;p;j-
=0
In particular, the iterates satisfy the recursive relation

Tmt1 = T + OmPm, (351)

The vectors p; are called the search directions and are computed using relation P,U,, = V,,
recursively as

1

1
g vy PE= ——[Vks1 — Brt1Pr—1), k=1,2,.... (3.52)
1

bo =
Ort1

If we further are intrested in solving the dual system ATF = b, we similarly define the matrix

Pm:m()?ﬁl?"‘?ﬁm_l] as ~
P, =W,L".

Then we can show that the solution of the reduced system (3.46) can be expressed as

jerl =Tm + &mﬁm: (353)
where ¢; satisfies
502@7 5k=—6k+15k—1, k=1,2,...,
0 Or+1
for po = ||Foll2. In additions, using P, LT = W,,, the search directions are recursively
computed as
]50 = W1, ﬁk = wk+1 — Ek—l—lﬁk—ly k‘ = 1, 2, P (354)

If we are only interested in solving the original system Az = b, then we do not need to
compute P, and iterations Z,,. In this case the the initial residual 7 is usually selected as
f() =To.

There can be a serious breakdown in the bi-orthogonalization process before a good ap-
proximate solution is found. If this happens, the method has to be restarted with the new
starting vector r; . The Krylov subspaces that have been built are then discarded and the
possibility of faster convergence wasted.

However, the algorithm is usually reformulated in a more efficient CG-like form, known
as the BiCG algorithm [4, 1976], which we now derive. First, observe that the columns of
P,, and P,, are A-bi-orthogonal, i.e., ﬁ;-FApk = 0;, because

PYAP, = LW AV, U = L' T, U = L L, U Ut = 1

In the BiCG formulation, the vectors p,, and p,, are obtained from scaled versions of (3.52)
and (3.54). More precisely, we work with the scaled vectors

(Cm+10m+l)pm7 dm+1 ﬁma
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where, according to (3.43) and (3.47), ¢y = —5m+1y7(,T) and dp,11 = —Bmﬂgj,(fln). These
scaling factors are chosen so that the recurrences simplify to

Pm = Tm + Ym—1Pm—1, (355)
ﬁm = fm + Ym—1 ﬁmfla (356)

where we continued to use the same notation p,, and p,, after scaling. Under this scaling,
the coefficients o, and &, are scaled by o,,/(¢pn110m+1) and 6., /d,, 11, respectively, and we
can use Lanczos relations and two last equations of systems (3.42) and (3.46) to show that

Om Om

Cm+1 9m+1 dm+1

For simplicity we continue to use the same notation o, for both in the sequel. We note that,
the iterates x,,, T,, and the residuals r,,, 7, remain unchanged under the scaling. Thus we
have

Tm+1 = Tmy + O Dm, (357)

Fonid = Em & O Brn. 3.58)
In additions, from (3.57) and (3.58) we immediately obtain

Tmsl = Tm — Om ADm, (3.59)

Frngl = Tm — Om AT Py (3.60)

Now, we compute parameters o, and 7, using orthogonality and bi-orthogonality relations.
In the Petrov—Galerkin framework,

Trr1 L K1 (AT 7)),

and therefore
T7,1711+1fj:07 j:()a"'yma
since {7, ..., 7y} forms a basis for the test space K, +1(AT;70) (why? because of (3.47)). In
particular,
TZ;L +1Tm =0,
Using this relation and (3.59), we obtain

~T ~T ~T
T'mT'm i T"wTm T"T'm

O'm = — = — — = —= s
TﬁApm (pm - ’ym—lpm—l)TApm qu,Apm

where the last equality follows from the A-biorthogonality relation. To compute 7,,, we in-
crease the index in (3.55) by one and multiply it from the left by 71 and use the orthogonality
relation 72 r,,.1 = 0, to obtain

f;!r; Pm+1

Tm =y,
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Using (3.60), the numerator becomes
7:777; Pm+1 = (ferl - O'mATﬁm)Tperl = fzn+1 Pm+1 — 0= fm+1<'rm+1 + f}/mpm> = 7:7?1+1Tm+17

where the last equality follows from the fact that r,,,; is orthogonal to the test space
Koni1(A; 1), which contains p,,. Similarly, from (3.55), the denominator can be rewitten
as

~T ~T ~T
Ty Pm = Tm<rm + Ym—1 pmfl) =TnTm,

since 7, is orthogonal to the test space KC,,(A;70), which contains p,,_;. Consequently,

~T
o rm—i—lrerl
f)/m - ~T .
T'T'm

In summary, the Lanczos biorthogonalization process gives the following BiCG algorithm.

Algorithm 12: Bi-Conjugate Gradient (BiCG) method for solving Az = b

Input: Matrix A € R™*"; vector b € R™; initial vector zg; tolerance £; maximum iteration M, qz-
Output: Number of iterations mj¢e,; final solution x,y,,, . ; relative residual norm relres of final
solution; indicator flag.

Set ro = b — Axg, 7o = 10, Po = T0, Po = To, relres =1, flag=0, m = 0.

while relres > ¢ and m < my,q, do
Compute 0y, = (FL 1)/ (DL, Apm)
Update Tm+1 = Tm + OmDm
Update 7mi1 = T'm — 0mApm
Update 71 = Ty — 0m AT pm
Compute Y, = (7, 417m+1)/ (T 7m)
Update pry1 = Tmt1 + YmPm
Update ﬁerl = 7:m+1 + meﬁm
Compute relres = ||rmi1ll2/10]2
Set m=m+1

end while

Set Mjter = M

if Myper = Miae then flag =1

This algorithm requires only two matrix—vector products (one with A and the other with
AT), three vector inner products (plus an additional inner product if we want to compute
the residual norm), five vector updates, and five scalar-vector products, per iteration. Note
that, in the computation of 7,,, the inner product 72 r,, has already been computed in the
previous iteration and therefore does not need to be computed again.

The BiCG method avoids the long recurrences and storage growth encountered Arnoldi-
Galerkin and GMRES methods, since it is implemented using short term recurrences. How-
ever, it may suffer from irregular convergence behavior.

3.14 Quasi-MINRES (QMR) algorithm

A natural question is whether one can combine the biorthogonal Lanczos factorization with
a minimum residual approach in order to obtain a MINRES-like method for nonsymmetric
systems. The answer is positive, and the resulting algorithm is called the quasi-minimal
residual (QMR) method [5, 1991].
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From item 2 of Theorem 3.18, we have

Avm = m+1Tm; 7~jm = |:5 Tm T‘| ,

where T}, is an (m 4 1) x m tridiagonal matrix. Setting py = ||ro||2, the residual associated
with the approximation
T = To + mem

can be written as

'm =Ty — Avmym = PoV1 — Vm+1Tmym = Vm+1(ﬂo/€\1 - Tmym)a

similar to the GMRES derivation in Section 3.8. The difference here is that V,,,;1 is generally

not unitary, and therefore [|r,,||2 # ||po€1 — TmYym||2- Nevertheless,

Irmllz < Vit llz [lpo€r = Tontim|l2-

Moreover, if in the biorthogonal Lanczos process we scale the vectors so that dg1 = ||Og+1]|2,
as in Algorithm 11, then ||vgi1||2 = 1 for all k£ > 0, and hence

||Vm+1||2 < ||vm+1HF <vm+ 1.
In QMR, the vector vy, is chosen as the solution of the least-squares problem

min f|poer — Ty llz,
analogously to the MINRES method. Since this procedure minimizes only an upper bound
for ||7m|2, rather than the residual norm itself, the method is called quasi-minimum residual,
or simply QMR.

Because the subdiagonal entries of T}, are nonzero (otherwise the biorthogonal Lanczos
process would terminate by a happy breakdown), the least-squares problem always has a
unique solution, even if the tridiagonal matrix 7}, is singular. Thus QMR avoids the serious
breakdown that may occur in the BiCG algorithm.

The iterates x,, = o + V,,ym are updated using the same QR—-Givens strategy employed
in MINRES, now applied to the tridiagonal matrix 7, obtained from the nonsymmetric
Lanczos algorithm 11. We leave the details and the algorithms as an exercise to readers.

Exercise 3.20. Apply the same QR—Givens strategy employed in MINRES to write the
QMR algorithm. Also show that

[rmlla < Vm+ 1 [s1s2- -+ sml - [[roll2
where s; are Givens parameters associated to Givens rotations Gj.
Experiments show that although QMR has a much smoother convergence behaviour than

BiCG, it is not essentially faster than BiCG.
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3.15 Transpose-free methods

For nonsymmetric systems, Krylov methods based on the Arnoldi process require only matrix-
vector products with A. In contrast, methods derived from the Lanczos biorthogonalization
process require products with both A and A", which can be disadvantageous in some applica-
tions. In particular, the data structures or discretizations arising from differential equations
may allow efficient computation of Az while making ATz considerably more expensive. This
has motivated the development of transpose-free Lanczos-based methods.

The conjugate gradient squared (CGS) method [15, 1989] is a transpose-free variant of
the BiCG algorithm that avoids matrix-vector products with A”. However, compared with
BiCG, the often irregular convergence behavior of the residual can be amplified in CGS.
There also exist transpose-free variants of the QMR algorithm.

Another widely used transpose-free method is BICGSTAB [18, 1992], which was designed
to also reduce the erratic convergence behavior of CGS. Although BiCGSTAB performs well
for many problems and typically converges more smoothly than CGS, its convergence may
still become irregular for difficult problems, and in some cases it can be significantly slower
than CGS.

4 Preconditioned iterative methods

As we pointed out earlier in Section 2.4, preconditioners are essential for obtaining fast and
reliable convergence of iterative methods. Recall that the left-preconditioned system has the
form

M~'Ax = M~ 'b, (4.1)
while the right-preconditioned system is given by
AM ™ty = b, y = Mux. (4.2)

In many situations, it is desirable that the preconditioned system preserves important struc-
tural properties of the original matrix A. For example, if A is symmetric positive definite
and we want to still use the CG method, then the preconditioning must preserve symmetry
and positive definiteness. In this case we form a symmetric preconditioned system, which
transforms the original system into

LPAL Ty = L', y=L"x, (4.3)

where M = LL”. The matrix L may be chosen as the Cholesky factor of M, the symmetric
square root of M, or any nonsingular matrix satisfying M = LLT. If A and M are symmetric
positive definite, then so is L=*AL~T. In all cases, the preconditioner M is chosen so that

1. M approximates A sufficiently well,
2. linear systems of the form Mwv = d are inexpensive to solve.

The first requirement is directly related to the convergence rate of the iterative method.
Recall that Krylov subspace methods generate residuals of the form r,, = p,,(A)rg, where
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Pm 18 a polynomial of degree m satisfying p,,(0) = 1. Hence, convergence depends on how
effectively the polynomial p,, damps the spectral components associated with the eigenvalues
of A. If A is replaced by the preconditioned matrix M—'A (or AM~! or L' AL™T), and if
M is a good approximation of A, then the eigenvalues of the preconditioned matrix tend
to be more favorably distributed, often clustered around 1 and far from zero which leads to
significantly faster convergence.

Note that the matrices M A, AM~! and L='AL~T have the same eigenvalues, and there-
fore their asymptotic convergence behavior is often expected to be similar. However, eigen-
values alone do not fully determine the convergence of Krylov subspace methods, especially
for nonsymmetric systems, where factors such as nonnormality also play an important role.
One important difference is that, in the right-preconditioned formulation, the true residual
rm = b — Ax,, is computed directly and is therefore readily available for monitoring con-
vergence. While the left-preconditioned formulation naturally monitors the preconditioned
residual M ~'r,,, whose norm may differ significantly from that of the true residual.

The second requirement implies that the cost of applying the preconditioner remains
reasonable. In practice, the products M 1A and AM~! are never formed explicitly. Instead,
iterative methods compute matrix-vector products with A and apply the action of M ™!
separately by solving systems of the form Mwv = d. Therefore, a preconditioner is useful only
if these solves can be carried out much more cheaply than solving the original system Ax = b
directly.

The efficiency of a preconditioned iterative method is thus determined by a balance be-
tween the improved convergence obtained from the preconditioner and the computational
cost required to apply it at each iteration. In Section 4.5, we present a brief overview of
several important classes of preconditioners. Before discussing their construction, however,

we first examine how preconditioning is incorporated into Krylov subspace methods such as
CG, GMRES, and BiCG.

4.1 Preconditioned CG algorithm

In practical applications, the CG method is used together with a suitable preconditioner M.
However, the left-preconditioned system

M~YAzx = M~ %%

is generally no longer symmetric (and positive definite). Consequently, the standard CG
algorithm cannot be applied directly to this system. The same holds true for a right-
preconditioner. To preserve the structure required by the CG method, it is natural to choose
a symmetric positive definite preconditioner M. Using the Cholesky factorization

M=LL",
the preconditioned system can be rewritten in the equivalent form
L'AL T3 = L7, F=L"x. (4.4)

The matrix A = L7'AL7 is again symmetric positive definite (prove it!) and therefore the
CG algorithm 7 can be safely applied to the transformed system with A replaced by A and
b by b= L~'b. When 7 is computed, the solution z is recovered by solving LTz = 7.
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However, the more efficient implementation is to avoid forming Cholesky factor L and
matrix A explicitly and carry out the operations in the original coordinate system. If we apply
the CG algorithm on preconditioned system (4.4) and use Z, 7, and p as new notations, we
will have

Pl F
pr(LAL=T) Dy,
Frnal = T — Qo (LY ALY,

Dm+1 = Tm+1 + BmDm.-

If we define z = L™7%, r = L# and p = L=, we obtain the following preconditioned CG
algorithm for solving Az = b with symmetric positive definite preconditioner M.

Tmt1l = Tm + OPm, Oy =

Algorithm 13: Preconditioned Conjugate Gradient (PCG) method for solving Az = b

Input: Symmetric positive definite matrix A € R™*™; vector b € R™; symmetric positive definite
preconditioner M initial vector xg; tolerance £; maximum iteration 7,4 -
Output: Number of iterations m;s,; final solution x,,,,,,; relative residual norm relres of final
solution; indicator flag.

Set ro = b — Axg, relres =1, flag=0, m =0

Solve Mzg = rg and set pg = 2o

while |7, ]2 > € and m < Mypq, do
Compute a,, = (rL z,)/(pL Apy)
Update z,411 = Tmy + QmPm
Update Tpt1 = 'm — @ Apm
Solve Mz 41 = Tm+1
Compute B, = (rl 1 2m+1)/(rh zm)
Update prm+1 = Zm+1 + BmbPm
Compute relres = ||7mt1ll2/ |02
Set m=m+1

end while

Set Miter =M

if Myter = Mupas then flag =1

If the preconditioner is given in incomplete Cholesky factored form as M = LL* then L
can be used directly in place of M. In this case, the vectors z; are computed efficiently by
forward and backward substitutions.

For the CG method, as observed in the convergence analysis, it is not necessary for the
preconditioner M to approximate A so closely that M ~'A ~ I. Rather, the preconditioner
is particularly effective when the preconditioned matrix M ~'A has only a few distinct eigen-
values, or when it has a few isolated large eigenvalues while the remaining eigenvalues are
tightly clustered.

4.2 Preconditioned GMRES algorithm

For GMRES and other Krylov subspace methods for nonsymmetric systems, all three forms
of preconditioning (left, right, and two-sided) can be applied.

In the left-preconditioned formulation, the iterations are applied to the system M ~'Ax =
M~1b. Accordingly, the initial residual becomes

zZ0 — M_l(b - AJIQ),
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and the Arnoldi process is started with zy instead of rq = b — Azg. The main additional
cost associated with the preconditioner arises in the Arnoldi process. At each iteration, after
computing Av,,, one must solve the system

Mw = Av,,.

Thus, applying the preconditioner amounts to solving one linear system with matrix M
per iteration, similar to the CG algorithm. The method then monitors the norm of the
preconditioned residuals, ||z,[]2 = [|M 1 (b— Ax,,)||2 which is available at no additional cost,
and terminates when the prescribed tolerance is reached. If desired, the norm of the true
residual ||7,,||2 = ||b — Ax,,||2 can also be monitored. This requires one additional matrix—
vector product and one inner product to compute the norm.

Algorithm 14: Left-preconditioned GMRES algorithm.

Input: A € R™*"; vector b; initial guess xg; tolerance €; maximum iteration m,,q.; preconditioner
M.
Output: Number of iterations m;se,; final solution x,,,,,,; relative residual norm relres of final
solution; indicator flag.

Set To = b— AIO
Solve M zg = ro; po = ||20l|2, v1 = 20/po, relres =1, flag=0, m =1
while relres > ¢ and m < My, do
% Arnoldi
Solve Mw = Av,,
for j =1 tomdo
Rjm = vaw
w=w — h;nmv;

end for

h’m—i—l,?n - ||’lU||2

if Apy1,m = 0 then Break
Um+1 = w/hm+1,7n

Update matrices H,, and V,,

% GMRES

Solve min ||H,,y — po€1 |2 using QR factorization for solution y,,
y

Compute x,, = xg + Vintym
Compute relres = ||z ||2/|| M 102
Set m=m-+1

end while

Set Mjter = m — 1

if Miter = Mma, then flag =1

The right-preconditioned GMRES method is applied to the system
AM™z =b, = Mz.

In practice, however, the auxiliary variable Z need not be formed explicitly. Indeed, if x( is an
initial guess for the original system, then the corresponding initial guess for the preconditioned
system is g = Mx, and the associated residual is

b—AM_li’O:b—AJIO:T().
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Thus, the Arnoldi process starts directly from the original residual rq. At the mth iteration,
GMRES computes an approximation of the form

t%m - jO + mema

where V,, = [v1,...,v,] is an orthonormal basis of the Krylov subspace KC,,(AM™;rg).
Multiplying by M~ yields
Ty = To + M_leym.

Therefore, rather than applying the preconditioner to the initial residual as in the left-
preconditioned formulation, the preconditioning operation is incorporated into the basis vec-
tors generated during the Arnoldi process. Since Arnoldi is applied to the operator AM !,
each iteration requires the computation w = AM~'v,,, or w = Au,, where u,, = M 1v,,.
Then the approximate solution can be written as

Ty = 2o + UpnYm, U = [u1, .« ).

An important advantage of right preconditioning is that the residual of the preconditioned
system coincides with the true residual of the original system. The resulting right-preconditioned

GMRES algorithm is given below. This algorithm is also called flexible GMRES (FGMRES).

Algorithm 15: Right-preconditioned GMRES algorithm.
Input: A € R"*"; vector b; initial guess xg; tolerance €; maximum iteration m,,q,; preconditioner
M.
Output: Number of iterations m;,; final solution x,,,,,,; relative residual norm relres of final
solution; indicator flag.

Set rg = b — Axo; po = ||roll2, v1 = ro/po, relres=1, flag=0, m =1
while relres > ¢ and m < my,q, do
% Arnoldi
Solve Mu,, = v,, and set w = Au,,
for j =1 tom do
Njm = vfw
w=w — hjmv;
end for
hmt1m = [lwll2
if hyyg1,m = 0 then Break
Um+1 = w/hm+1,m
Update matrices ]EIm and U,,

% GMRES
Solve min || H,,y — poé1||2 using QR factorization for solution ,,
y

Compute x,, = 2o + Un¥Ym
Compute relres = ||rm|l2/]|b]|2
Set m=m-+1

end while

Set Mjter = m — 1

if Myper = Mupar then flag =1
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Exercise 4.1. In some cases, M is the result of a factorization of the form M = LU.
Then there is an option to apply GMRES on two-sided preconditioned system

L7YAU 2 = L™, z=U"1%.
Drive the preconditioned GMRES process and write down the algorithm.

4.3 Preconditioned MINRES algorithm

Since MINRES is designed for symmetric linear systems, standard left or right precondi-
tioning destroys symmetry and is therefore not applicable. Instead, one applies a two-sided
preconditioner and solves the equivalent system

L7YAL Tz = L™, r=L"1%,

where L is a nonsingular matrix for which linear systems with coefficient matrix L (and L”)
can be solved cheaply. Here, the matrix L need not be triangular and is not necessarily a
Cholesky factor.

Given an initial guess zy for the original system, the corresponding initial guess for the
preconditioned system is #o = LT xy. To obtain the starting vector for the Lanczos process,
we solve

Lzy =1y,

where rg = b — Axy. The Lanczos process is then applied to the preconditioned matrix
L7'*AL™T with starting vector zy. Consequently, the first step of the Lanczos iteration in
Algorithm 10 is replaced by

Solve LT u,, = vy, for uy,,
Solve Lw = Au,, for w,

w=w — Bm—lvm—l-

The remaining steps of the MINRES iteration are unchanged. After computing an approxi-
mate solution 7 of the preconditioned system, the corresponding approximation to the original
system is obtained by solving

L'z = z.

An alternative and a few less costly implementation computes approximations to the
original solution x directly during the iteration. In this case, the algorithm is initialized with
xo, while the Lanczos process still starts from z,. Furthermore, in the recurrence for the
search directions p,,_ 1 in Algorithm 10, the vector v,, is replaced by u,,. This modification
generates approximations to the solution of the original system without explicitly forming z
(why?). This implementation avoids the final solve LTz = 7.

In either implementation, the residual norms produced by MINRES satisfy |zp,|2 =
|Tm| - | 20]|2, and correspond to the residuals of the preconditioned system rather than those
of the original system.
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Exercise 4.2. Using the discussion above, derive a complete algorithm for preconditioned
MINRES with input preconditioner factor L.

4.4 Preconditioned BiCG algorithm

For the BiCG method, preconditioning algorithm simultaneously uses both A and its trans-
pose AT and the preconditioner must be applied to both systems. The standard formulation
is obtained by applying left preconditioning to Az = b and to its transpose, AT# = b, which
yields
M7 "Az=M",  A™M Ti=M"Tb.
Let r,, = b — Ax,, and 7,, = r,,, denote the residuals associated with these two systems.
We introduce the preconditioned residuals

Zm = M_lrm, Zm = M_Tfm.

The preconditioned BiCG method is obtained from the BiCG recurrences by replacing the
residuals 7, and 7, with the preconditioned residuals z,, and Z,, in the computation of
the search directions and recurrence coefficients. Starting from an initial guess xg, we set
ro = b— Axg and ry = rg, and compute

MZ():T(], MTZOIfQ.

The initial search directions are then chosen as py = zp, and py = Zp. At iteration m, the
BiCG coefficient is computed as
5T
_ ZyTm
" phAp
and the iterates and residuals are updated according to

- - T ~
Tmt1 = Tm + OmPm, Tm+1 = Tm — UmApm7 Tm+1 = Tm — UmA m -

The new residuals are then preconditioned by solving

T~ ~
Mzm+1 = Tm+17 M Zm+1 = T‘m+1.
Finally, the coefficient
T
_ Pmt1Tml
7771 - =T
ZmT'm

is used to update the search directions

Pm+1 = Zm+1 + YmPm, ﬁm+1 = 2m+1 + f}/mpvm

Compared with the unpreconditioned BiCG method, each iteration requires one solve with
M and one solve with M7T. This additional cost is often offset by a substantial reduction in
the number of iterations required for convergence.

Exercise 4.3. Write down the algorithm of the preconditioned BiCG method.

We can derive preconditioned versions of the other Krylov subspace methods in similar
ways. We leave these derivations as exercises for the reader.
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4.5 Different types of preconditioners

Designing an effective preconditioner is often the most challenging aspect of solving large
sparse linear systems iteratively. Preconditioners can be broadly classified into two cate-
gories. The first category consists of algebraic preconditioners, which are constructed solely
from the matrix A without reference to the underlying physical problem that generated the
linear system. The second category consists of problem-dependent preconditioners, which use
additional information about the mathematical model, differential operator, or discretization
underlying the system Az = b.

4.5.1 Algebraic preconditioners

Algebraic preconditioners are attractive because they can be applied to a wide range of
problems with little additional information. Two types of such preconditioners are given
below.

Classical iteration splittings. As discussed in Section 2.4, the matrices arising from clas-
sical iterative methods can be interpreted as preconditioners for the Richardson iteration.
These matrices can also be used as preconditioners for Krylov subspace methods. Let

A=D-F-E,

where D is the diagonal part of A, F is the strictly lower triangular part, and E is the
strictly upper triangular part. Several preconditioners can then be derived from classical
matrix splittings.

Method Preconditioner M
Jacobi D
Gauss—Seidel D—-F
SOR D —wkF

Symmetric Gauss-Seidel (SGS) | (D — F)D™'(D — E)
Symmetric SOR (SSOR) (D —wF)D™Y(D — wE)

Table 3: Preconditioners obtained from classical matrix splittings. Here w € (0,2) is a
relaxation constant.

These preconditioners are inexpensive to construct and sometimes improve convergence
substantially. The Jacobi preconditioner is simple because applying M ~! requires only diago-
nal scaling, but it is less effective. For Gauss-Seidel and SOR preconditioners, applying M !
involves solving triangular systems by forward substitution. Symmetric Gauss—Seidel and
SSOR require both forward and backward substitutions and are used for symmetric systems.

More generally, many large sparse matrices can be reordered and partitioned into blocks,

An Ap - Alp
P
Apl Ap? e App
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where the diagonal blocks A;; are square. A simple preconditioning strategy is to use its
block diagonal part
An

M:
A

pp

as a preconditioner, which is called block Jacobi preconditioner. Or one can use a block tri-
angular approximation which then is called block Gauss-Seidel preconditioner. The resulting
preconditioner captures the dominant local interactions while neglecting weaker couplings
between different blocks.

Although these preconditioners may not highly reduce the condition number, they often
cluster the eigenvalues of the preconditioned matrix more favorably, which is sufficient to
accelerate Krylov subspace methods.

Incomplete LU (ILU) preconditioners. A more sophisticated class of algebraic precon-
ditioners is obtained from incomplete matrix factorizations. Suppose that A is sparse. In
the exact LU factorizations many entries of A that are initially zero become nonzero during
the elimination process. These newly created nonzero entries are called fill-in. Instead of
computing the exact factorization A = LU, we can compute incomplete factors L and U with
a prescribed sparsity structure such that the factorization error

E=A-1LU,

is small. Then we use

P=LU
as the preconditioner. For symmetric positive definite matrices, the corresponding approach
is the incomplete Cholesky factorization A = LLT + E. The effectiveness of ILU precondi-
tioners depends on their controlling on the excessive fill-in associated with exact Gaussian
elimination. For example, one can only compute those entries of L and U which are associ-

ated to nonzero entries of A. In general, we assume that the sparsity pattern is given by the
index set

S ={(t,7) s ai; #0} € {(2,7) : 1 <4, j <n},
where the diagonal indices (i,4) are always included in S. Then the ILU factorization algo-
rithm can be formulates as follows.

Algorithm 16: Incomplete LU (ILU) factorization with a prescribed nonzoro pattern

Input: A € R"*"; prescribed sparsity pattern S
Output: Incomplete factors L and U where L is stored below the diagonal and U on and above
the diagonal of A.

for k=1ton—1do
for i=k+1 ton and if (i,k) € S do
Qi = Qi [ Ak
for j =k+1 ton and if (i,j) € S do
Qij = Qij — QikAkj
end for
end for
end for
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There are some variants of Algorithm 16 obtained by reordering the loops. Some of
these variants are more efficient for sparse matrices because they better exploit the sparsity
structure and reduce unnecessary computations.

The ILU factorization defined by Algorithm 16 does not necessarily exist for an arbitrary
matrix A. An important class of matrices for which the factorization is well defined and
the algorithm is generally robust is the class of nonsingular M-matrices [13]. A nonsingular
matrix A is called an M-matrix if its off-diagonal entries are nonpositive,

Q45 < 07 i 7é j7
and its inverse is component-wise nonnegative,
-1
A > 0.

Such matrices arise naturally in the discretization of elliptic PDEs and in the analysis of
Markov chains.

The incomplete factorization with no fill-in, denoted by ILU(0), is obtained by taking
the sparsity pattern S to be exactly the nonzero pattern of A. Since no additional fill-in is
permitted, the resulting factors remain sparse and inexpensive to store and apply. ILU(0)
is an effective preconditioner for matrices arising from low-order discretizations of elliptic
PDEs, particularly when the coefficient matrix is an M-matrix or is diagonally dominant.

For more challenging problems, however, ILU(0) may provide too crude an approximation
of A. In such cases, it is better to allow a controlled amount of fill-in beyond the original
sparsity pattern. This leads to the family of level-of-fill incomplete factorizations, denoted
by ILU(p), where p is a nonnegative integer.

The simplest extension is ILU(1), whose sparsity pattern consists of the original nonzero
pattern of A together with all fill-in entries generated during the construction of ILU(0).
Higher fill levels are obtained recursively by allowing additional fill-in generated at the pre-
ceding level. More more details see [13, 2003].

As the fill level increases, the incomplete factors provide a more accurate approximation
to the exact LU factors. This improves the accuracy of the preconditioner and reduces the
number of Krylov iterations required for convergence. The improved convergence, however,
comes at the expense of increased storage and computational cost. In practice, ILU(1)
often yields a substantially better approximation to A than ILU(0), while the additional
cost remains moderate. For this reason, ILU(1) is one of the most widely used incomplete
factorization preconditioners.

Similar to the the full LU factorization, an incomplete LU (ILU) factorization does not
exist for every nonsingular matrix. In such cases, one may employ ILU factorization with piv-
oting. We do not pursue this topic further here. In MATLAB, an incomplete LU factorization
can be computed using

[L,U] = ilu(A,options)

For example, an incomplete LU factorization with threshold pivoting can be obtained
by setting the type field of options to ilutp. Other choices of options may produce a
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factorization in which the columns of U or the rows of L are permuted to improve numerical
stability (pivoting). We refer the reader to the MATLAB documentation on ilu for a detailed
description of the available options and their effects.

4.5.2 Problem-dependent preconditioners

When knowledge of the underlying problem is available, more effective preconditioners can
often be constructed by simplifying the original model while preserving its dominant features.
The guiding principle is the following: if a simplified version of the problem can be solved
efficiently and still captures the essential behavior of the original system, then that simplified
problem may serve as an effective preconditioner. Following [17], here we give some examples
of such preconditioners.

Coarse-grid approximations. Many discretized PDEs exhibit low-frequency error compo-
nents that are reduced only slowly by standard iterative methods. A coarse-grid approxima-
tion can efficiently capture these global error modes by solving a related problem on a much
coarser mesh. By transferring information between the fine and coarse grids using suitable
restriction and interpolation operators, one obtains a preconditioner of the schematic form

M =Top 0o Ac o Tr 0,

where Tr_,c and To_, denote the restriction and interpolation operators, respectively, and
Ag is the discretization matrix on the coarse grid. The action of M approximately eliminates
the low-frequency components of the error, while the Krylov subspace iteration effectively
reduces the remaining high-frequency components. This idea forms the basis of multigrid
methods, which are among the most powerful preconditioning techniques for elliptic problems.

Low-order discretization preconditioners. For a given differential equation, lower-order
discretizations usually produce sparser and less expensive operators than higher-order dis-
cretizations on the same grid. These lower-order operators often retain the essential features
of the original problem and can therefore be used as preconditioners for the corresponding
higher-order discretizations.

More generally, the low-order discretization may be constructed either on the same grid or
different grids, in which case suitable transfer operators are used to move information between
the two discretizations. For example, one can use a low-order finite difference or finite element
discretizations as preconditioners for high-order finite element, spectral element, or spectral
methods.

Local approximations. In some applications the global coupling in the system is weak,
and local interactions dominate the behavior of the solution. A preconditioner can then be
constructed by neglecting long-range couplings and solving a collection of local subproblems.
Such approximations are often inexpensive and highly parallelizable.

Domain decomposition. A closely related class of preconditioner to block preconditioners
is provided by domain decomposition techniques. It is used when A represents a PDE equation
(such as Poisson’s equation) on a computational domain §2. Then, the domain €2 is partitioned
into smaller subdomains €2; so that 2 = U};, and the original problem is solved on each
subdomain independently. Solving each of these subproblems corresponds to a block diagonal
M. This method is also called Schur complement method in literature. Sometimes, a few
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overlap between subdomains is allowed for which we then have a few interactions between the
blocks. Because the local subproblems can be solved independently, domain decomposition
methods are naturally suited for parallel computing. They form the basis of many scalable
solvers for large sparse systems arising from the discretization of PDEs.

Simpler forms of the problem. When the coefficient matrix arises from a variable-
coefficient or nonsymmetric differential operator, a simpler approximation may be obtained
by replacing variable coefficients with constants or by retaining only the symmetric part of the
operator. Such approximations are often easier to invert while still capturing the dominant
behavior of the original system, so can be used as effective preconditioners.

Operator splittings. Some operator equations such as PDE operators can be split into
simpler components such that the resulting linear algebra system has the form

A=A+ + A,

If the individual matrices A; can be inverted efficiently, then preconditioners can be con-
structed from these simpler pieces. Examples include alternating-direction implicit (ADI)
methods and various additive or multiplicative Schwarz techniques.

Finally we note that, the choice of a preconditioner depends strongly on the underlying
problem and the available computational resources. No universally optimal preconditioner
exists. Nevertheless, the most successful preconditioners share a common philosophy: they
approximate the original operator sufficiently well to improve convergence while remaining
significantly easier to apply than solving the original system itself.

5 Numerical examples

We use some test matrices from SuiteSparse Matriz Collection' (formerly known as the
University of Florida Sparse Matrix Collection) to evaluate the iterative methods we already
derived for solving Ax = b. This collection is a large repository of sparse matrices arising
from a wide range of scientific and engineering applications. It provides a standard set of
benchmark problems for testing sparse direct and iterative solvers, preconditioners, and also
eigensolvers [3, 2011].

The collection can be accessed in MATLAB through the package ssget, which must first
be downloaded from its GitHub repository? and added to the MATLAB search path. Once
installed, matrices can be loaded using commands such as

Problem = ssget(’HB/west0479°);
A = Problem.A;

which downloads and loads the matrix west0479. You can also access to a few matrices of
this collection form MATLAB matrix gallery.

'https://sparse.tamu.edu/
2https://github.com/DrTimothyAldenDavis/SuiteSparse
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Similarly, in Python, you first install the package ssgetpy which provides access to the
collection and allows matrices to be downloaded and imported into SciPy sparse matrix
formats. For example,

from ssgetpy import search
from scipy.io import mmread

# Find and download west0479
mat = search(name=’west0479°) [0]
mat.download()

# Load the Matrix Market file
A = mmread(’HB/west0479/west0479.mtx’) .tocsr()

downloads the same matrix, which is finally loaded into a SciPy sparse matrix.

5.1 Symmetric (in)definite systems

As we outlined in Exercise 3.8, the convergence of the CG method depends only on the
spectrum of A and it is sufficient to study its behavior on diagonal matrices with positive
diagonal entries. As a first test example, we consider the matrices

n = 20;

A = spdiags(linspace(l, n, n)’, 0, n, n);

b = ones(n,1);

L = spdiags(sqrt([1l; linspace(3, 19, n-1)’]), 0, n, n);

Here, A is a diagonal matrix whose eigenvalues range uniformly from 1 to 20. We also
define a diagonal preconditioner through its factor L, as shown above. Figure 4 compares
the convergence histories of the CG and preconditioned CG methods. The stopping tolerance
is chosen as ¢ = 107, and the maximum number of iterations is set to Mmmax = n = 20.

The right panel of Figure 4 displays the eigenvalue distributions of both A and the pre-
conditioned matrix L' AL~T. The eigenvalues of A (blue points) are spread over the interval
[1,20]. This results in a slower convergence. In contrast, the eigenvalues of the precondi-
tioned matrix (red points) are much more tightly clustered, lying approximately between
1/3 and 1.05, with most of them concentrated near 1. This improved clustering leads to a
faster convergence observed in the left panel. Using a better preconditioner leads to faster
convergence. For instance, if the value 3 in the definition of L is replaced by 2, the result-
ing preconditioned system has eigenvalues that are even more tightly clustered around 1.
Consequently, the method converges even faster.

Another observation is that at iteration m = n = 20, the CG method recovers the exact
solution up to roundoff errors. This finite termination property, together with the effect of
eigenvalue clustering on the convergence rate, is in agreement with Theorems 3.9 and 3.11.
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Figure 4: Convergence of CG and preconditioned CG algorithms (left), distribution of eigenvalues
of the original matrix and the precondioned matrix (right).

We next test the CG and MINRES algorithms on the matrix bcsstk14 from the SuiteS-
parse Matrix Collection. This matrix arises as a stiffness matrix in a finite element dis-
cretization of a structural engineering problem. It is sparse, symmetric positive definite, and
has dimension 1806 x 1806. Both CG and MINRES are applicable here. The convergence
histories are shown in Figure 5. In the absence of preconditioning, neither method converges.
We use an incomplete Cholesky factorization with no additional fill-in as preconditioner for

both methods. Since the incomplete factorization may encounter zero pivots, we add a small
diagonal shift of 0.01 to the matrix. In MATLAB, this is accomplished by

Problem = ssget(’HB/bcsstkld’);

A = Problem.A;

opts.type = ’nofill’; opts.diagcomp = 0.01;
L = ichol(A, opts);

b = ones(size(A,1), 1)
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Tterations (m) Tterations (m)

Figure 5: Convergence histories of CG and MINRES with and without incomplete Cholesky pre-
conditioning for the matrix bcsstk14 of size n = 1806.

The incomplete Cholesky preconditioner significantly accelerates convergence for both
methods. In this particular example, preconditioned MINRES reaches the prescribed tol-
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erance after approximately 114 iterations, whereas preconditioned CG requires about 142
iterations. Although MINRES converges faster in terms of iteration count for this problem,
each CG iteration is computationally less expensive.

The collection contains a folder named GHS_indef, which consists of symmetric indefinite
matrices. As a test problem, we consider the matrix copter2 (= ('), which has dimension
n = 55,476 and arises from the discretization of a computational fluid dynamics (CFD) model
of a helicopter rotor blade. We assume that A = C' + 51 and consider solving Az = b for
b=[1,1,...,1]7 as a test system for comparing MINRES, and Lanczos—Galerkin (LanGal)
methods (see Section A.1) without or with preconditioning. The matrix A is still indefinite.
We employ the modified symmetric Gauss—Seidel preconditioner

M = (D - E)|D|"/(D - E)",

where —E denotes the strictly lower triangular part of A, D is the diagonal matrix of A, and
|D| is absolute value of D. The corresponding factor

L= (D - E)|D|7%2

is supplied to the algorithms as the L factor of the preconditioner. The use of |D| instead
of D guarantees that the square root is well defined, since some diagonal entries of A are
negative.

= === LanGal
= P-LanGal
—=-=—=MINRES
——— P-MINRES

Relative residual

0 50 100 150 200 250 300
nz = 759952 x10* Tterations (m)

Figure 6: Left: sparsity pattern of the matrix copter2. Right: convergence histories of the LanGal,
preconditioned LanGal, MINRES and preconditioned MINRES methods.

The stopping tolerance is set to ¢ = 107 and the maximum number of iterations to
Mmax = D00. The left panel of Figure 6 shows the sparsity pattern of the matrix copter2,
while the right panel displays the convergence histories of the MINRES and Lanczos—Galerkin
(LanGal) methods, both with and without preconditioning. The residual curve of MINRES
lies consistently below that of LanGal, which is expected since MINRES minimizes the resid-
ual norm at each iteration. Moreover, the MINRES convergence history is much smoother,
whereas the LanGal residual has several sudden increases during the iteration process. The
preconditioner significantly improves the performance of both methods by reducing the num-
ber of iterations required to achieve a given accuracy by approximately a factor of two. A
more effective preconditioner would lead to even faster convergence.

Although LanGal may perform as good as MINRES for some problems, MINRES is
generally the more robust and reliable method for symmetric indefinite systems.
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5.2 Nonsymmetric systems

We now compare the Arnoldi-Galerkin (ArGal), GMRES, and BiCG methods on two non-
symmetric test problems from the collection. The coefficient matrices are chosen as cavity10
and raefsky3. The matrix cavity10 has dimension n = 2597 and arises from the discretiza-
tion of the driven cavity problem in CFD at zero Reynolds number. The matrix raefsky3 has
dimension n = 21200 and originates from the discretization of a fluid-structure interaction
(FSI) problem involving turbulence. Both matrices are sparse and nonsymmetric, although
their sparsity patterns are nearly symmetric, as shown in Figure 7.

x10*

500 +

1000 +
1500 ¢
2000 +
2500 . ‘ ‘ . N . ‘ . \
0 500 1000 1500 2000 2500 0 0.5 1 1.5 2
nz = 76171 nz = 1488768 x 10*

Figure 7: Sparsity patterns of the test matrices: left: cavity10 (n = 2597); right: raefsky3
(n = 21200).

For both problems, the stopping tolerance is set to ¢ = 107!%. We employ an ILU(0)
preconditioner (incomplete LU factorization with no additional fill-in). Without precondi-
tioning, convergence of all three methods is very slow for the cavity system, while none
of them converges for the FSI problem. The convergence histories obtained with ILU(0)
preconditioning are shown in Figure 8.
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Figure 8: Convergence histories of the Arnoldi-Galerkin (ArGal), GMRES, and BiCG methods
with ILU(0) as preconditioner. Left: cavity10 system; right: raefsky3 system.
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The residuals of ArGal and GMRES are nearly similar for both problems down to a level of
approximately 10713, The ArGal residuals show small oscillations and once the residual norm
reaches this level, the oscillations become more and the residual may increase substantially
at some iterations. In contrast, GMRES maintains a much smoother convergence history
and remains stable near the attainable accuracy. The performance of ArGal and GMRES
are almost the same (while GMRES residuals are smoother) if tolerance 107'% or larger is
used.

The BiCG method also converges for both problems, but its residual curve is highly
oscillatory. Such behavior is frequently observed in BiCG and reflects the fact that the
method does not minimize the residual norm. This was one of the motivations for the
development of BICGSTAB, which produces a smoother and more regular convergence history
in most problems. This method also avoids the need for matrix—transpose products. We do
not include numerical results for BICGSTAB here, but the interested reader is encouraged
to compare its performance with that of BiCG on the same test problems.

The role of preconditioner is crucial for the success of Krylov subspace methods. For
example, allowing additional fill-in in the ILU factorization yields faster convergence for all
three methods above. This improvement, however, comes at the cost of increased storage
requirements and a more expensive setup phase. Such additional cost is often justified when
ILU(0) is insufficient to produce satisfactory convergence. As an example, if we replace
cavityl0 by cavity26, which corresponds to a finer discretization of the driven cavity
problem with Reynolds number 1000, then ILU(0) provides no improvement in convergence.
In this case, a more powerful preconditioner, such as ILU with higher levels of fill-in or a
problem-specific preconditioner, becomes necessary.

In general, for large and challenging applications, problem-dependent preconditioners are
often significantly more effective than purely algebraic preconditioners.

We again note that the full GMRES and full ArGal methods become computationally
expensive when preconditioner is weak and many iterations are required, since increasing the
Krylov subspace dimension m leads to higher storage requirements.

Finally, we apply the restarted methods ArGal(k) and GMRES(k) to the same test prob-
lems using the ILU(0) preconditioner. Four restart parameters k = 25, 50, 75, 100 are used.
For each value of k, the maximum number of cycles is chosen as jua.x = [1000/k] so that
all runs are allowed to perform approximately 1000 iterations if convergence is not achieved
earlier.

The results are shown in Figure 9. The residual curves of GMRES(k) are considerably
smoother than those of ArGal(k). This behavior is expected, since GMRES minimizes the
Euclidean norm of the residual over the current Krylov subspace, and the quantity plotted
in the figure is precisely this norm. For this reason, GMRES is generally preferred over
ArGal for nonsymmetric problems. Its convergence behavior is more robust and predictable,
particularly when high accuracy is required.

The effect of the restart parameter is also evident. Larger values of k generally lead to
faster convergence because more information from the Krylov subspace is retained between
restarts. However, this improvement comes at the expense of increased storage requirements
and higher orthogonalization costs. Choosing an appropriate restart parameter therefore
involves balancing convergence speed against computational and memory costs.
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Figure 9: Convergence histories of the restarted ArGal and GMRES methods with ILU(0) precon-
ditioning. Top row: ArGal(k); bottom row: GMRES(k). Left: cavity10 system; right: raefsky3
system.

Remark 5.1. Built-in Krylov subspace solvers in MATLAB and Python. In all
of the above examples, the iterative algorithms were implemented using custom MATLAB
codes written by the author. However, most scientific computing environments provide
built-in implementations of Krylov subspace methods for solving large sparse linear sys-
tems.

In MATLAB, the main iterative solvers include pcg (preconditioned CG), gmres, bicg,
bicgstab, bicgstabl, cgs, minres, qmr, lsqr, and tfqmr (transpose-free QMR). The
function pcg is intended for symmetric positive definite systems, while minres is suitable
for symmetric indefinite systems. For nonsymmetric systems, commonly used choices are
gmres, bicgstab, qmr, and tfqmr. MATLAB solvers also allow left and right precondi-
tioners to be supplied as matrices or function handles®.

In Python, Krylov subspace methods are available in the module scipy.sparse.linalg.
This module includes solvers such as cg, gmres, bicg, bicgstab, cgs, minres, qumr,
lgmres, and tfqmr. These solvers can be applied to sparse matrices or to matrix-free
operators defined through LinearOperator. Preconditioners can also be supplied?.

%https://www.mathworks.com/help/matlab/math/iterative-methods-for-linear-systems.
html
’https:/ i i i
ps://docs.scipy.org/doc/scipy/reference/sparse.linalg.html
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5.3 Which method?

Numerical experiments show that when A is symmetric positive definite, the CG method is
usually the method of first choice. When A is symmetric but possibly indefinite, MINRES is
often preferred over other Krylov subspace methods because of its robustness and favorable
convergence properties.

For nonsymmetric systems, however, the situation is less clear. There is no single Krylov
subspace method that consistently outperforms all others for all problems. The effectiveness
of a method depends strongly on the properties of the underlying matrix, such as its spectrum,
nonnormality, conditioning, and the availability of suitable preconditioners. Consequently,
a method that performs exceptionally well for one problem may converge slowly or even
fail on another. Nevertheless; GMRES and its restarted variant GMRES(k) are among the
most widely used methods due to their robustness, while stabilized BiCG variants, such
as BICGSTAB, and QMR are often preferred when lower memory requirements or cheaper
iterations are desired.

6 Eigenvalue computations for large sparse matrices

In the previous lectures we considered the power method and the Francis algorithm (QR
algorithm) with and without shifts for computing eigenvalues and eigenvectors. The power
method is inexpensive and only requires matrix—vector products, but it normally computes
only one eigenvalue at a time and its convergence may be slow. On the other hand, the
Francis algorithm is a powerful method for computing all eigenvalues of a dense matrix, but
it is not appropriate when A is very large and sparse. Even if A is initially sparse, the
transformations involved in the Francis algorithm generally destroy the sparsity.

In many large-scale applications we do not need all eigenvalues. For example, we may
only be interested in a few eigenvalues of largest magnitude, the smallest eigenvalues of a
symmetric matrix, or the eigenvalues close to a prescribed point. In this situation Krylov
subspace methods are particularly attractive. They require mainly matrix—vector products
and therefore preserve and exploit the sparsity of A.

Recall that for a nonzero vector v,

K (A;v) = span{v, Av, A%v, ..., A" v}

denotes the Krylov subspace generated by A and v. The power method uses only the latest
vector A™ 1y, while Krylov subspace methods use the information contained in the whole
subspace K,,(A;v). The idea is to project the large eigenvalue problem onto this much
smaller subspace and solve the resulting m x m eigenvalue problem.

We consider the eigenvalue problem
Ar =Xz, 2e€C, x#0

for A € R™", and assume that z1,...,x, are eigenvectors of A corresponding to eigenvalues
Aty ..., Ap. In this section we do not consider the general case A € C"*" but the algorithms
can be modified slightly to work for this general case as well.
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6.1 Rayleigh—Ritz projection
Let vg # 0 be the initial vector and set

Vo
v = .
[[voll2
Let Vi, = [v1,...,v,] € R™™ have orthonormal columns forming a basis of IC,,(A; vg). We

seek an approximate eigenvector of A in this subspace. We approximate an eigenvector of A
by a vector u € KC,,(A;vp). Thus, we write

u="V,z,
where z € R™, and apply the Galerkin idea which requires the residual
r=Au— 6u
to be orthogonal to IC,,(A;vg). This gives
VAV, 2 — 0V,,2) = 0.
Since VI'V,, = I, we obtain the small eigenvalue problem
VIAV,2 = 0z.

Thus, instead of solving an n x n eigenvalue problem, we solve an m x m problem, where
normally m < n.

Definition 6.1. An eigenvalue 6 of the projected matrix
H,, =V'AV,

is called a Ritz value of A with respect to KC,,(A;vp). If 2z is a corresponding normalized
eigenvector of H,,, then
u="V,,z

is called the corresponding Ritz vector. The pair (0, u) is called a Ritz pair.

Note that
ulla = [[Vimzll2 = [|z]l = 1

when z is normalized. A Ritz pair is accepted as an approximation to an eigenpair of A when
the residual
7]z = [[Au = Oul[,

is sufficiently small. This procedure is known as the Rayleigh—Ritz method. As we observed in
Section 3, we can use Arnoldi algorithm (or Lanczos algorithm for symmetric A) to efficiently
construct a good orthonormal basis V,,.
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6.2 Arnoldi method for the eigenvalue problem

Recall the Arnoldi decomposition

AV = ViuHpy + By 1 Um 1605, (6.1)
where
H,, = VI AV,
is an m X m upper Hessenberg matrix. Suppose that
Hyz =0z, |z|l2 = 1.
The associated Ritz vector is
u=V,z.

Using (6.1), we obtain
Au—0u = AV,,z — 0V,,z
=V, H,z+ hm+17mvm+1€§z — 0V, z
= hm-l—l,m(/e\g—bz)vm—l—L

Hence,
[Au = Oullz = Ryt [€5,2]

because ||vy41|]2 = 1. This is an important relation. It means that the residual norm can be
computed without explicitly forming the vector Au — fu. Both quantities on the right-hand
side are already available from the Arnoldi process and the small eigenvalue problem. We
may therefore use, for example, the stopping criterion

sl [E22] < £(10] +1).

The resulting procedure is summarized below.

Algorithm 17: Arnoldi method for computing a few eigenpairs

Input: Matrix A € R™*"; nonzero starting vector vg; Krylov dimension m; tolerance .
Output: Approximate eigenvalues and eigenvectors of A.

- Apply the Arnoldi algorithm with starting vector vg to compute V11 = [1,...,Um+1] and the
Hessenberg matrix H,,.

- Form the leading m x m part H,, of H,,.
- Compute the eigenpairs
Hijzeij, j:l,...7m.

- Select the desired Ritz values 6;, for example those of largest magnitude.
- For every selected 6, compute the Ritz vector
Uj = Vij.
- Compute the residual estimate
T
Pj = |hm+1,ml [€n 2]

- Accept (0;,u;) as converged if
p; < e(lb;] +1).
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The eigenvalue problem for Hessenberg matrix H,, is small and can be solved by the
Francis algorithm developed earlier. Thus, Arnoldi combines two ideas: a Krylov subspace is
first used to reduce the dimension, and the Francis algorithm is then applied only to the small
projected matrix. As we said, the eigenvalues 6; and eigenvectors z; of H,, are called Ritz
values and Ritz vectors. Some of them are observed to converge rapidly and when they do, we
may assume 6; and u; = V;,,z; for j = 1,...,m are good approximations of eigenvalues and
eigenvectors of A. Since m < n for a feasible computation, one can not expect to compute
all of the eigenvalues/vectors of A using this process.

If the Arnoldi process terminates with

hm+1,m = 07

then (6.1) reduces to
AV, = Vo H,,.

Therefore, /., (A; 1) is an invariant subspace of A, and every eigenvalue of H,, is an exact
eigenvalue of A. Similar to the solution of linear systems, this is called a happy breakdown.

There is a connection with the power method. It can be seen the vector used by the power
method at step m, i.e. A™ !y is contained in subspace K,,(A; v9) = span{vy, Avg, ..., A" g}
Arnoldi uses all the information in this space instead of using only the latest vector A™ vy,
As a result, several eigenvalues can be approximated simultaneously, and convergence can be
substantially faster.

6.3 Lanczos method for symmetric matrices

If A is symmetric, then the Arnoldi matrix H,, = VI AV,, is also symmetric. Since it is
upper Hessenberg, it must be tridiagonal. We denote it by

a1 51
T, = 51 (%)
' 5m71

Bmfl 7
We now solve the symmetric tridiagonal eigenvalue problem
Tij = ‘9ij.
The Ritz vectors are again
U; = Vij.
We similarly have
Auj - quj‘ = ﬁm(é\ﬁzg’)va’
and hence
T
[ Auj = Ojujll2 = Bl lemz;]-

The Lanczos eigensolver is therefore inexpensive. Each Lanczos step requires one multiplica-
tion with A, a few vector operations, and only the previous two Lanczos vectors are needed
to generate the next vector.

87



Algorithm 18: Lanczos method for computing eigenpairs of a symmetric matrix

Input: Symmetric matrix A € R™*™; nonzero starting vector v; dimension m; tolerance €.
Output: Approximate eigenvalues and eigenvectors.

- Apply the symmetric Lanczos algorithm to construct V,,4+1 and the tridiagonal matrix T5,.
- Compute the eigenpairs Tp,2; = 0,z;.

- Select the desired Ritz values 6;.

- Compute u; = Vp,2;.

- Compute p; = |Bm| €] 2.

- Accept (0;,u;) if pj < e(]0;] +1).

Although only three Lanczos vectors are required to continue the recurrence, the matrix
Vim is needed if the Ritz vectors u; = V;,,z; are required. If only eigenvalues are sought, it is
therefore possible to reduce the memory requirements considerably.

6.4 Polynomial interpretation of the Arnoldi method

The Arnoldi process also has a useful interpretation in terms of polynomials. This viewpoint
provides another way to understand the role of the Ritz values and also reveals a close
connection between Arnoldi and Krylov methods for linear systems such as GMRES.
Recall that the Arnoldi process constructs v,,,1 by orthogonalizing Av,, against /C,,(A; vy).
Equivalently, since v, is a polynomial in A applied to vy, the new direction can be regarded as
the component of A™wv, orthogonal to IC,,(A; vg). Thus there exists a vector w,, € K,,(A;vg)
such that
A" vy — Wy L K (A5 v0), (6.2)

and, up to normalization,
Uma1 X AMvg — wyy,.

Since wy, € Kn(A;vy), it can be written as
Wy = — A1 A™ g — -+ — a1 Avg — aguy.
Therefore
AmUO — Wy = pm<A)UU7

where
pm(t) = tm + am,ltmfl + -+ Cllt + Ao

is a monic polynomial of degree m. Hence the Arnoldi orthogonality condition can be written
as

This orthogonality condition has a minimization interpretation. Consider the set of monic
polynomials of degree m,

szrl = {p(t) ="+ Qo t" T+ ao} .

For any p € ]P’f,llzrl,

p(A)UO = Am’UO + am,lAmflvo + -+ apvp.
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Since the last m terms can represent an arbitrary vector in /C,,(A; vg), we have

min A)vgllo =  min Ay — wl|s.
i IptAl = min A" vl

The right-hand side is an orthogonal projection problem. Its minimizer is therefore charac-
terized precisely by
AMvg — Wy, L K (A5 v9),

which is the Arnoldi condition (6.3). Consequently,
Ppm = argmin|[p(A)vo|2- (6.4)
pepriﬂ

The following theorem, adapted from [17, 1997], identifies the minimizing polynomial p,,.

Theorem 6.1. If the Arnoldi process has not broken down (h; ;41 # 0 for j =1,...,m),
the solution of the minimization problem (6.4) is p,, = X;» Where y,, is the characteristic
polynomial of Arnoldi matrix H,, = VT AV,,.

Proof. Since vy = ||vg]|2v1, condition (6.3) is equivalent to

VTpm (A) v1 = 0.

m

For any polynomial p of degree at most m, the Arnoldi relation implies

VIp(A)vy = p(Hy)er. (6.5)

Indeed, for k=0,...,m — 1,
Ak’Ul = VmHﬁLgla

whereas for £ = m an additional component in the direction v,,,; appears. This component
vanishes after multiplication by VI’ since V.Tv,,.1 = 0. It follows that

VI ARy, = HF 2, k=0,...,m,
which gives (6.5). Applying (6.5) to p,, gives
pm(Hp)er = 0. (6.6)
Since the Arnoldi process has not broken down, H,, is an unreduced (proper) upper Hessen-

berg matrix. Consequently,
~ ~ m—1-~
€1, Hmel, ey Hm €1

are linearly independent. Thus e; is a cyclic vector for H,,, and no nonzero polynomial of
degree less than m can annihilate ;. Therefore there is a unique monic polynomial of degree
m satisfying (6.6). Now let

Xm(t) = det(H,, —tI)
be the characteristic polynomial of H,,. It is monic of degree m, and the Cayley-Hamilton
theorem gives x,,(H,,) = 0. In particular,

Xm(Hy)er = 0.

By uniqueness, the minimizing polynomial must therefore be the characteristic polynomial.
O
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This result can also be viewed as a polynomial filtering process. Suppose, for simplicity,
that A is normal, with orthonormal eigenvectors x, and write

n

Vo = E CrTi, AZEk = )\kxk

k=1
Then .
p(A)vy = Z kP(Ak) T,
k=1

and hence
n

Ip(A)woll3 = lexl*lp(A)[*
k=1
Therefore the Arnoldi polynomial satisfies

n
Xm = argmin » _ [ex*[p(Ae) |-
pGIPﬁ,lL)H k=1
In this sense, Arnoldi constructs a polynomial that is small at the eigenvalues of A, with the
importance of each eigenvalue weighted by the contribution of its eigenvector to the initial
vector vy. The roots of this optimal polynomial are exactly the Ritz values.
The polynomial p acts as a filter on the eigendirections. Suppose, for example, that we
wish to approximate the eigenvector z; associated with A;. After normalizing the polynomial
so that p(A;) = 1, a useful polynomial filter should satisfy

Ip(Ae)| < 1, k=2,...,n.

Then p(A)vyg ~ cijx; preserves the component in the direction x; while suppressing the
unwanted eigendirections. This explains why the distribution of the eigenvalues strongly
influences the convergence of Arnoldi. Convergence can be fast when the desired eigenvalue
can be separated from the rest of the spectrum by a low-degree polynomial.

For Hermitian matrices, this polynomial picture is clearer because the eigenvalues are
real and the eigenvectors are orthogonal. Eigenvalues near the ends of the spectral inter-
val, or eigenvalues well separated from the remaining spectrum, are often easier to isolate
by low-degree polynomials than eigenvalues located in the interior. Thus the Ritz values
corresponding to extreme or isolated eigenvalues converge first.

For nonnormal matrices, the situation is more subtle. The convergence of Arnoldi is not
determined by the eigenvalue distribution alone. Nonorthogonality of the eigenvectors can
strongly affect the size of p(A)vy, and eigenvalues on the boundary of the spectrum need not
be the first to converge. In this case, polynomial approximation must be considered together
with the nonnormality of A and the components of the starting vector vy in the eigenvector
directions.

Exercise 6.1. Let x,,(t) = det(H,, — tI) be the characteristic polynomial of the Hes-
senberg matrix H,, generated after m steps of the Arnoldi process starting from vy # 0.
Assume that no breakdown occurs.
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1. Show that
Xm(A)vo € Kiny1(A;vo),

and using the minimizing property of x,, show also that
Xm(A)vg L K (A;v).
Deduce that
Xm(A)UO X Ump+1-

2. Show that the proportionality constant can be determined explicitly as

Xm(A)vo = [|vo[2 (H hj+1,j> Unm+1-
j=1
3. Let 64, ...,0,, be the Ritz values generated by Arnoldi. Show that
Xm(t) = [ [(t = 6)),
j=1

and conclude that

Um+1 X H(A - QjI)U().

J=1

What interpretation does this give for the Ritz values in terms of the optimal monic
polynomial that minimizes ||p(A)vgl2?

Exercise 6.2. Recall the polynomial characterization of the Arnoldi process,

min ||p(A)vollz,

1
peP() )

and the polynomial characterization of GMRES given in (3.33),

mlle = i A )
[7m |2 pepnil};%)zl\|p( ol

Compare these two polynomial minimization problems. In particular:

1. Explain why a normalization condition on p is necessary in each minimization prob-
lem.

2. What normalization is imposed on the polynomial in Arnoldi, and what normaliza-
tion is imposed in GMRES?

3. Explain the different roles played by the optimal polynomials in the two methods.
In particular, relate the Arnoldi polynomial to the generation of the next Krylov
direction and the GMRES polynomial to the reduction of the residual norm.
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6.5 Approximation of extreme eigenvalues by Lanczos
The Lanczos method is particularly effective for computing extreme eigenvalues of a large
symmetric matrix. Let the eigenvalues of A be ordered as

A< A <<,

and denote the Ritz values of T,,, by

ggm) < gém) <<

m

Since
T, =V5IAV,,

the Rayleigh quotient characterization gives
A< 0™ < gim <\

Moreover, because
ICm(A, 'Uo) C ICm+1<A, U(]),

the extreme Ritz values satisfy

m+1 m
e(+)§9§)

i o5 < O,

m+1 -

Y

Thus, the smallest Ritz value approaches the lower end of the spectrum from above, while
the largest Ritz value approaches the upper end from below.

6.6 Numerical experiments with Lanczos method

As a first example, consider the one-dimensional Poisson matrix
A = tridiag(—1,2,—1) € R™",

whose eigenvalues are known explicitly:

Aj:2—2cos(‘”), j=1,....n
n—+1

The matrix is real and symmetric, so the Lanczos method is applicable. We take n = 500
and we start with a random vector vj.

The left panel of Figure 10 shows the Ritz values generated during the first 50 Lanczos
iterations. At iteration m, the projected tridiagonal matrix 7}, has m eigenvalues, and hence
there are m Ritz values. These are shown along the vertical line corresponding to iteration
m. For better visibility, vertical lines are drawn in red at every tenth iteration.

The evolution of the Ritz values can be followed visually from one iteration to the next.
In particular, one can consider the largest Ritz value as an approximations to the largest
eigenvalue of A, while the smallest Ritz value as an approximation to the smallest eigen-
value. The figure clearly shows an important feature of the Lanczos method. Eigenvalues
near the ends of the spectral interval, here interval (0,4), tend to emerge and converge much
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earlier than eigenvalues in the interior of the spectrum. As the iteration proceeds, additional
Ritz values gradually move toward the interior eigenvalues. The reason can be understood
from the polynomial interpretation of Krylov subspace methods. For a Hermitian matrix,
low-degree polynomials can often separate an extreme eigenvalue from the remainder of the
spectrum much more effectively than they can isolate an eigenvalue lying in the middle of
a densely populated spectral interval. Consequently, good approximations to the extreme
eigendirections can appear after relatively few Lanczos iterations, whereas appearing a par-
ticular interior eigenvalue may require a much larger Krylov subspace.

100

——— Smallest Ritz value
Largest Ritz value

10771

Ritz values
[3%)
Absolute error

10710}

1070

0 100 200 300 400 500
Lanczos step m Lanczos step m

Figure 10: Convergence of Ritz values for the one-dimensional Poisson matrix with n = 500. Left:
Ritz values during the first 50 Lanczos iterations. Right: convergence errors for selected eigenvalue
approximations.

The right panel gives the absolute errors in selected Ritz-value approximations. For the
extreme eigenvalues, it is natural to compare the smallest and largest Ritz values with \; and
An, respectively. These approximations converge considerably faster than those associated
with interior eigenvalues. Nevertheless, convergence is still relatively slow in this example. To
achieve an absolute error of about 107!, approximately 460 Lanczos iterations are required.
At this stage, the projected matrix T,, has dimension close to that of the original matrix
A. This makes the Lanczos process unattractive if high accuracy is required and motivates
techniques like shift-and-invert transformation for accelerating convergence. For large-scale
problems; restarting is also important for limiting the dimension of the Krylov subspace and
the associated storage and computational costs.

Next, we illustrate the appearance of ghost Ritz values. Consider the diagonal matrix
A = diag(d), d=10.01:0.01:1.5,1.75, 2, 2.5, 3].

Thus, A has 150 equally spaced eigenvalues in the interval [0.01,1.5], together with four
additional isolated eigenvalues 1.75, 2, 2.5, and 3. This example is motivated by a similar
experiment in [17, 1997]. We choose the starting vector vo = [1,1,...,1]T.

The left panel of Figure 11 shows the Ritz values generated during the first 50 Lanczos
iterations. Initially, the behavior is as expected. The isolated eigenvalues are rapidly ap-
proximated, with the largest and most isolated eigenvalues converging particularly quickly.
However, after sufficiently many iterations, additional Ritz values begin to appear close to
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Figure 11: Appearance of ghost Ritz values in Lanczos iteration. Left: Ritz values during the first
50 iterations. Right: convergence paths associated with the five largest eigenvalues, illustrating the
effect of loss of orthogonality and the appearance of duplicate Ritz values.

eigenvalues that have already converged. In this experiment, a second Ritz value close to
1.75 appears around iteration 28, and another copy appears around iteration 34. Similar du-
plication can subsequently be observed near some of the other converged eigenvalues. These
spurious duplicate approximations are called ghost Ritz values. The right panel of Figure 11
provides another view of the same phenomenon by showing the convergence paths associated
with the five largest eigenvalues. Once a ghost value appears, the paths no longer behave
as independent approximations to distinct eigenvalues. Instead, some of them jump toward
eigenvalues that have already been approximated.

The appearance of ghost Ritz values is closely related to the loss of orthogonality of the
Lanczos vectors in finite precision. To see this, suppose that a Ritz pair

Tz =0z, u=Vnyz,

has converged, so that u is a good approximation to an eigenvector x of A associated with
an eigenvalue A. In exact arithmetic, subsequent Lanczos vectors remain orthogonal to the
previously generated Krylov subspace and hence to u. Therefore, once this eigendirection
has been captured, it is effectively excluded from the subsequent Lanczos process. However,
in finite precision this orthogonality is gradually lost. A later Lanczos vector may acquire a
small component in the direction of the already converged Ritz vector,

v; = U + €;u, v; L u.
Since u is an approximate eigenvector, Au ~ Au, and hence
Av; = Avj + € u.

The standard three-term Lanczos recurrence does not explicitly orthogonalize the new vec-
tor against all previously computed Lanczos vectors. Consequently, the component in the
direction of u is not necessarily removed and may eventually become significant. The later
Lanczos vectors can therefore regain a substantial component in an eigendirection that has
already converged. In this case, the Lanczos process starts to approximate the same eigenpair

94



again. Consequently, the projected matrix 7, may acquire another eigenvalue close to the
already converged eigenvalue A\ which appears as a duplicate or ghost Ritz value.

This reflects the loss of orthogonality in the computed Lanczos basis. In the next sec-
tion, we discuss reorthogonalization strategies for controlling this loss of orthogonality and
suppressing ghost Ritz values.

6.7 Reorthogonalization in the Lanczos method

In exact arithmetic, the Lanczos vectors vy, vs, . . ., v, are orthonormal, even though each new
vector is explicitly orthogonalized only against the two preceding vectors. This remarkable
property is a consequence of the symmetry of A and leads to the three-term recurrence

Bi+10j11 = Avj — ayv; — Bjuj-1.

Thus, unlike the general Arnoldi process, there is no need in exact arithmetic to orthogonalize
vj11 against all previously computed Lanczos vectors. In finite precision arithmetic, however,
the Lanczos vectors gradually lose orthogonality. This effect becomes noticeable when some
Ritz values have converged. The new Lanczos vectors may then develop components in the
directions of the corresponding converged Ritz vectors. As we observed in numerical examples
of the previous section, an already converged eigenvalue may reappear among the Ritz values
and produce the ghost Ritz values.
A direct way of monitoring the loss of orthogonality is to examine

Mo = Vi Vin = Il Vie=[v1,..., vn).

If n,, becomes large compared with machine precision, the computed Lanczos basis is no
longer close to orthonormal. Some reorthogonalization strategies can be used to control this
loss of orthogonality [6, 2013].

Full reorthogonalization

The most straightforward approach is to orthogonalize every new Lanczos vector against all
previously computed vectors. After computing the candidate vector w from the three-term
recurrence, we replace it by

w < w— V;(V6w), Vi=lv1,...,v4],

before normalizing it to obtain v;,,. We may apply this procedure twice (applying a second
orthogonalization) if orthogonality close to machine precision is desired.

Full reorthogonalization is robust and usually keeps 7,, close to machine precision. Its
disadvantage is that the computational cost and storage increase as the iteration proceeds.
In particular, all previous Lanczos vectors must be stored, and the reorthogonalization at
step j requires O(nj) flops. This partly destroys the main computational advantage of the
short Lanczos recurrence.

Selective reorthogonalization

Loss of orthogonality is especially important in directions corresponding to eigenvalues that
have already converged. This motivates selective reorthogonalization. Rather than orthog-
onalizing against every previous Lanczos vector, the new vector is reorthogonalized against
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converged Ritz vectors. Let
T’J'ZZ' = 91‘2’1'

be a Ritz pair of the projected tridiagonal matrix. The corresponding Ritz vector is u; = V}z;.
The residual value

pi = || Au; — Oiuills = |5 11€] zil.
provides a cheap way to identify converged Ritz pairs. Once a Ritz pair is regarded as
converged, subsequent Lanczos vectors can be reorthogonalized against the associated Ritz
vector u;. The purpose is to prevent the iteration from regaining components in directions
that have already converged. Selective reorthogonalization can therefore suppress ghost Ritz
values at a much lower cost than full reorthogonalization when only a small number of Ritz
pairs have converged.

Partial reorthogonalization

A different approach is to allow a moderate loss of orthogonality and reorthogonalize only
when it becomes sufficiently large. This is the idea of partial reorthogonalization. One may
monitor quantities of the form
|Uz'T Uj|7 1 < ] ’

and trigger reorthogonalization when their estimated size exceeds a prescribed threshold. A
commonly used value for such threshold is /€nach. The new Lanczos vector is then reorthog-
onalized only when necessary, and possibly only against those previous vectors for which the
estimated loss of orthogonality is significant.

However, a direct computation of all inner products v} v; would itself cost O(nj) flops at
step j and would destroy the advantage of partial reorthogonalization. Practical algorithms
therefore use recurrence relations to estimate the loss of orthogonality from quantities already
generated by the Lanczos recurrence. Only when these estimates become too large is explicit
reorthogonalization performed. Partial reorthogonalization thus attempts to keep most of
the efficiency of the three-term Lanczos recurrence while maintaining enough orthogonality
for reliable computations.

In Figure 12, we repeat the previous experiment, this time using the Lanczos method
with partial reorthogonalization. The left panel shows that the ghost Ritz values observed
in the previous experiment (Figures 11) are suppressed. The right panel shows the loss of
orthogonality, measured by n,, = ||[V,IV,, — I||2, as a function of the Lanczos iteration m.
Initially, n,, increases as roundoff errors accumulate. Once the loss of orthogonality reaches
the prescribed threshold \/€pacn = 1078, reorthogonalization is triggered. As a result, 7,
remains controlled at approximately this level throughout the subsequent iterations.

6.8 Computational cost

Assume that A is sparse with nnz(A) nonzero entries. One Arnoldi step requires one sparse
matrix—vector product, costing approximately

O(nnz(A)),

together with orthogonalization against all previous Arnoldi vectors. At step k, this latter
part costs O(kn) flops. After m steps, the total orthogonalization cost is therefore approxi-
mately O(m?n), and O(mn) numbers must be stored for the basis vectors.
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Figure 12: Lanczos iteration with partial reorthogonalization. Left: the ghost Ritz values observed
without reorthogonalization are suppressed (compared to Figure 11). Right: the loss of orthogonal-
ity [|[V;'V;, — I||2 is controlled at approximately the prescribed threshold \/emac ~ 1075,

For symmetric matrices, the Lanczos three-term recurrence eliminates most of this cost.
Apart from possible reorthogonalization, one step requires

O(nnz(A)) + O(n)

flops. This makes the Lanczos method particularly attractive for very large sparse symmetric
eigenvalue problems.

The projected eigenvalue problem itself has dimension only m. For Arnoldi, a dense eigen-
solution of H,, costs O(m?) if all eigenpairs are computed, while the symmetric tridiagonal
structure of 7T, can be exploited in Lanczos. When m < n these costs are usually small
compared with operations involving the large matrix, but they need not be negligible if a
Krylov basis is allowed to become large. This will be briefly addressed in section 6.11.

We observed that there is an important practical distinction between the nice short re-
currence of Lanczos and a robust finite precision implementation. If full reorthogonalization
is used, the computational cost and storage can again grow like O(m?n) and O(mn), respec-
tively. Selective or partial reorthogonalization attempts to retain much of the efficiency of
Lanczos while preventing serious loss of orthogonality.

6.9 Arnoldi lemniscates

The polynomial interpretation of Arnoldi provides a useful geometric picture of the conver-
gence of Ritz values, particularly for matrices with complex eigenvalues. Following [17, 1997],
this picture can be described in terms of Arnoldi lemniscates. Recall that after m steps of

Arnoldi,

Pm(t) = det(H,, —tI) = [ [(t - 6;),
j=1
where 61,...,0,, are the Ritz values. Moreover, p,, is the monic polynomial of degree m

satisfying
[Pm (A)voll2 = min [p(A)vol|2.

(1
pepm+1
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Thus p,, is the polynomial generated implicitly by the Arnoldi process. For an arbitrary
constant ¢ > 0, the level set |p,,(t)| = ¢ for t € C is a polynomial lemniscate. For the Arnoldi
process there is a particularly natural choice of the level:

_ Ipm(A)woll2
Em = Hh
m HUOHQ J+l,7-

See also Exercise 6.1. The corresponding curve

Pn(t)] = €m, t€C

is called the Arnoldi lemniscate. Since

m

pm(t) = [t = 6)),

J=1

the Arnoldi lemniscate can equivalently be written as

H |t — 9. | ||pm( )UOH?.

||Uo||2

Hence its geometry is determined by the Ritz values, while its level is determined by the
size of the Arnoldi residual polynomial. To understand this choice, suppose first that A is
diagonalizable with orthonormal eigenvectors z,...,x,, and write vg = c121 + -+ + ¢, Tp.
As we observed previously,

I (Aol = Y leilPlpm (M)
=1

After division by |lvgl|2 = 37, |ck|?, we obtain

s S el
" Zﬁzl |cx|?

Thus &, is a weighted root mean square value of |p,,| over the eigenvalues of A, with weights
determined by the components of the starting vector. Thus an eigenvalue \; lies inside the
lemniscate if |p,,(Ax)| < €m, on the lemniscate if [p,,(Ax)| = &m, and outside it if |p,, (Ax)| >
Em. Suppose that a Ritz value 6; is approaching an eigenvalue \;. Since 6; is a zero of p,,,
Pm(Ax) becomes small when one of the factors (A; — ;) becomes small. Consequently, A,
tends to lie inside a component of the Arnoldi lemniscate associated with the nearby Ritz
value.

As an example consider the matrix A of size n = 100 where the entries are generated from
the random normal distribution with mean 0 and standard deviation n~/? with a change
that its top-left entry is set to a;; = 1.5. Most of the eigenvalues of this matrix are clustered
in the unit disk in complex plane. Our modification of a;; creates an isolated eigenvalue on
the right side. This example is borrowed from [17, 1997]. We apply the Arnoldi iteration
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to this matrix starting with a random vector vy. The exact eigenvalues (obtained by eig
command of MATLAB) are shown with black dots in in Figure 13, while the Ritz values
computed by the Arnoldi iteration are shown for m = 6,7,8,9 with red plus markers. We
also plot the Arnoldi lemniscates for each case. For m = 1 (not shown here) the lemniscate
is nearly a circle. For n = 6, a bulge pinches off toward the isolated eigenvalue. For m =7
it starts to separate from the main curve and for m = 8 a new component of the lemniscate
appears. This small component then proceeds to shrink for m = 9.

m=6 m=7

Im()\)
(=]

Im(\)
(=]

m=38 m=9

Im(\)
(=]

Im(\)
(=]

Figure 13: Arnoldi lemniscates at steps m = 6,7,8,9. The small black dots are exact eigenvalues,
the red plus markers are Ritz values computed by Arnoldi iteration, and the blue curves are Arnoldi
lemniscates.

As the iteration proceeds further, components of the lemniscate may separate from one
another. A component containing a single eigenvalue indicates that the Arnoldi polynomial
has succeeded in separating that part of the spectrum from the rest. If most eigenvalues form
a cluster while a few are isolated, components of the Arnoldi lemniscate may separate around
the isolated eigenvalues after relatively few iterations. This corresponds to the observation
that isolated eigenvalues are usually captured rapidly by Arnoldi. Eigenvalues lying inside
a dense cluster are harder to separate by a low degree polynomial and may require more
iterations.

6.10 Shift-and-invert transformation

Suppose that we want to compute eigenvalues close to a prescribed number o. As in shifted
inverse iteration, consider the matrix

B=(A-ol)™.
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If Av = \v, then
1

A—o
Thus, eigenvalues of A close to o correspond to eigenvalues of B of large magnitude. Arnoldi

or Lanczos applied to B will therefore converge preferentially to the eigenvalues of A near o.
If i is a Ritz value of B, the corresponding approximation to an eigenvalue of A is

Bv =

V.

1
A=0+ —. 6.7
p (6.7)

We should never form (A — oI)~!. At every Krylov step, a product
w = By,

is obtained by solving
(A—olw = vy.

For a sparse matrix, an incomplete LU (ILU) factorization of A — oI can be computed once
and reused at all Krylov iterations. The shift should not be chosen exactly equal to an
eigenvalue, since then A — o/ is singular.

The transformation strongly changes spectral separation. If two eigenvalues A; and A,
are close to o, their transformed values are

Hence even eigenvalues located in the interior of the original spectrum can become extreme
eigenvalues of the transformed problem. This is the main reason for the effectiveness of
shift-and-invert.

For a symmetric matrix, A — ol is symmetric and its inverse is also symmetric. Hence
the Lanczos algorithm can still be used. Shift-and-invert Lanczos is one of the standard
approaches for computing a few interior eigenvalues of large sparse symmetric matrices.

Remark 6.1. There is an important computational trade-off. Ordinary Arnoldi or Lanc-
zos requires only multiplication by the sparse matrix A, whereas shift-and-invert requires
the solution of a linear system with A — ol at every iteration. The number of Krylov
iterations may decrease dramatically, but each iteration is more expensive.

Exercise 6.3. For the matrix
A = tridiag(—1,2,—1) € R™*".

choose a shift value ¢ in the interior of its spectrum (around 2). Apply shift-and-invert
Lanczos method and use (6.7) to recover approximations to the eigenvalues of A nearest
to 0. Compare the convergence with ordinary Lanczos.
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6.11 Restarting

If A is large and nonsymmetric, the Arnoldi basis
Vin = [01, -+, U]

must be stored, and every new vector must be orthogonalized against all previous vectors.
Thus, as in the full GMRES method, both memory and computational cost increase with m.

A simple remedy is to restart the Arnoldi process after a prescribed number of steps.
However, an ordinary restart may discard useful information about the desired eigenspace.
In practical eigensolvers, more sophisticated restarted strategies are used. The basic idea
is to retain information associated with the desired Ritz values while removing components
corresponding to unwanted eigenvalues.

One of the most important approaches is the implicitly restarted Arnoldi method (IRAM),
introduced by Sorensen [16, 1992]. It combines Arnoldi iteration with implicitly shifted QR
steps applied to the small Hessenberg matrix H,,. The unwanted Ritz values can be used as
shifts, so that the corresponding spectral components are filtered while information associated
with the desired eigenvalues is retained. For symmetric matrices, the analogous procedure
leads to the implicitly restarted Lanczos method (IRLM). Further developments, including
deflation strategies for converged Ritz values, are given by Lehoucq and Sorensen [11, 1996].
We do not pursue this idea idea further and refer the reader to original papers [16, 11] and
Chapter 10 of book [6, 2013].

7 Additional Exercises

Exercise 7.1. Consider the system

4 -1 O 3
Ax =D, A=|-1 4 -1}, b= 1|6
0 -1 4 3
Write down the iteration matrices for the Jacobi and Gauss—Seidel methods.
Compute their spectral radii.
Starting from xy = 0, perform three iterations of each method.

Compare the observed convergence with the prediction based on the spectral radii.

e 2=

Which method would you expect to converge faster asymptotically? Explain.

Exercise 7.2. Let A be symmetric positive definite and let

1
o(x) = §ZUTA[E — bz

1. Show that the unique minimizer of ¢ is the solution of Ax = b.
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. Let z, be the exact solution. Show that

1
8(z) - 9(w) = 5llz - I,

where
2[5 = 2" Az.

. Use this result to explain why the conjugate gradient iterate satisfies

Ty, = argmin ||z — z.]a.
r€x0+Km (A;ro)

. Explain geometrically why CG is particularly appropriate for symmetric positive
definite systems.

Exercise 7.3. Suppose that A is symmetric positive definite and has only s distinct
eigenvalues.

1. Show that there exists a polynomial ¢ of degree at most s — 1 such that

At =q(A).

. Deduce that if Az = b and rg = Azg — b then

x —xo € Ks(A; o).

3. Conclude that CG terminates in at most s iterations in exact arithmetic.

. In particular, what happens if
A = diag(1, 1,1, 10, 10, 10)?

Compare this conclusion with what might be expected by considering only the di-
mension of the matrix.

Exercise 7.4. Both CG and MINRES can be applied when A is symmetric positive def-
inite, while only MINRES among these two methods is appropriate when A is symmetric
indefinite.

1. State the quantity minimized by CG at iteration m.
2. State the quantity minimized by MINRES at iteration m.

3. Explain why the positive definiteness of A is essential for the usual CG method.
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4. Consider

2 0 0
A=10 -1 0
0 0 4

Is CG theoretically appropriate for this problem? Is MINRES? Explain.

5. Both methods are based on Lanczos. Why can MINRES nevertheless be used for a
larger class of symmetric matrices?

Exercise 7.5. For GMRES applied to Az = b, the residual can be written as
Tm = pm(A)frb;
where p,,, € P41 (polynomials of order m + 1 or degree m) and p,,(0) = 1.

1. Explain why the condition p,,(0) = 1 is necessary.

2. Suppose that A is normal,
A=QAQ".
Show that
[7mll2 < min e (M) Iroll2-

PEPm4+1 AEA(
p(0)=1

3. Explain why clustering the eigenvalues away from the origin can lead to fast GMRES
convergence.

4. Why can the eigenvalue distribution alone give a misleading picture of GMRES
convergence when A is strongly nonnormal?

Exercise 7.6. Consider the preconditioned system
MYAz = M1,
where M is an easily invertible approximation to A.
1. Show that if A = M + E, then
M1A=I+M'E.

Explain why a small M ~'E may be favorable for a Krylov method.

2. Compare the two goals
M1A~T and solving M z = r cheaply.

Why is choosing a good preconditioner a compromise between these goals?

3. Explain why an ILU factorization may be suitable for preconditioned GMRES ap-
plied to a nonsymmetric matrix.
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4. Why does MINRES require more care in the choice of preconditioner? In particular,
explain why a general nonsymmetric ILU preconditioner may destroy the structure
required by MINRES.

5. Compare the expected storage requirements of full GMRES, restarted GMRES, and
a short-recurrence method such as CG or MINRES.

Exercise 7.7. Let A be symmetric and let (6, z) be an eigenpair of T;,, with ||z = 1.
Using the Lanczos relation prove that the corresponding Ritz vector u = V,,, 2 satisfies

1A — Bullz = |8l lem2]-

Exercise 7.8. Assume that A is symmetric with eigenvalues

N

AN <<,
Using the minimum and maximum characterization of the Rayleigh quotient, show that

A <O < < A

n-

Then use
Ko (A;v0) C King1(4;00)

to show the monotonicity of the smallest and largest Ritz values.

Exercise 7.9. Let A € R™ " and let V,, € R™™™ have orthonormal columns spanning a
Krylov subspace K,,,(A;vg). Suppose that

H, =VIAV,

and that (0, z) is an eigenpair of H,,, with ||z| = 1. Define

u="V,z.
1. Show that ||ul|s = 1.
2. Show that the residual
r= Au — Ou
satisfies
VIir=0

3. Explain why this means that the Ritz pair (0, u) satisfies the Galerkin condition.

4. If A is symmetric, show that
0 = u” Au.
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Exercise 7.10. Suppose that the Arnoldi process starting from vy terminates at step m
because

hm+1,m = 0.

Using the Arnoldi relation
Avm = VmHm + hm-i—l,mvm-l—le;;p
answer the following questions.

1. Show that
AR (A5 v0) C Ko (A vg).

Thus, K,,(A;v) is an invariant subspace of A.

2. Let H,,z = 0z. Show that
A(Vinz) = 0(Vi2).

Hence every Ritz value of H,, is an exact eigenvalue of A.

3. Explain why this situation is called a happy breakdown.

Exercise 7.11. Let A be a normal matrix with orthonormal eigenvectors z1,...,z, and
corresponding eigenvalues \q, ..., \,. Suppose that

n
Vo = E CiZy.
=1

For a polynomial p, show that
p(Avy =D ep(Ay)z;
j=1

and consequently
lp(A)eoll3 = > lesP ()1
j=1

Now suppose that \; is an isolated eigenvalue and that a polynomial ¢ satisfies
q(\) =1, lg(A\)] <6, j=2,...,n,

where § < 1. Show that
q(A)vg = 121 + w,

where
n 1/2
Jwll2 <0 (Z |Cj\2> :
=2

Explain how this result gives a polynomial-filtering interpretation of the rapid convergence
of Arnoldi toward isolated eigenvalues.
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Exercise 7.12. Consider an m-step Arnoldi process for a large nonsymmetric matrix A.
Suppose that p Ritz values

fi1; - - s fhp

have been identified as unwanted and define the polynomial

o) =[]t — )

Jj=1

1. Suppose, for simplicity, that A is diagonalizable,

A$k = )\kSBk, v = E CrT.
k

Show that
P(Av = ch?/}()\k)xk-
k

2. Explain why choosing ; close to unwanted eigenvalues tends to suppress the corre-
sponding eigendirections.

3. Why would simply restarting Arnoldi with an arbitrary new vector generally lose
useful spectral information?

4. Explain, from the polynomial viewpoint, the main idea of implicitly restarted
Arnoldi: why is it preferable to restart with filtered Krylov information rather than
starting the Arnoldi process completely from scratch?

Exercise 7.13. Let A € R™ " and let V C R" be a subspace. We say that V is an
invariant subspace of A (or under A) if
AV C V.
1. Let x be an eigenvector of A. Show that
V = span{z}

is an invariant subspace of A. More generally, if xq,...,x; are eigenvectors of A,
then
V = span{xy,...,Tx}

is an invariant subspace of A.

2. Suppose that the Arnoldi process terminates at step m with
hm+1,m =0.
Using the Arnoldi relation

Avm = VmHm + hm+1,mvm+1€£a
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show that the Krylov subspace
,Cm(Aa UO) = Span{vl, 00 c 7Um}

is an invariant subspace of A.

3. Let (0, z) be an eigenpair of H,,. Show that u = V,,,z is an eigenvector of A corre-
sponding to the eigenvalue 6. Then Explain why the situation A1, = 0 is called
a happy breakdown in the Arnoldi method for eigenvalue computation.

A Appendix

A.1 Implementation of Lanczos-Galerkin (LanGal) method

As discussed in Section 3.4, when A is symmetric, the Arnoldi-Galerkin method reduces to
the Lanczos—Galerkin process with the reduced system

TYm = ||70l|2€1, (A1)

where T,, is the m x m symmetric tridiagonal matrix generated by the Lanczos process. If
A is further assumed to be positive definite, then T,, is also symmetric positive definite. In
this case, as shown in Exercise 3.4, an LL” factorization of T, leads to recursive formulas
for computing the iterates x,, from x,,_; without storing the Lanczos matrices T}, and V,,.
However, the CG algorithm is a more efficient implementation in this case.

If A is symmetric but indefinite then 7, is no longer guaranteed to be positive definite,
and the LLT factorization may fail. Although one may use an LDL? factorization, this
approach can become unstable in practice. An alternative is the SYMMLQ method [12,
1975], which is based on an LQ factorization

T = LQ7
where L is lower triangular and @ is orthogonal. Then (A.1) becomes

LQy = ||roll2e1

and
Tm = To+ Viy = x9 + VmQTZ

where z is obtained by forward substitution for Lz = ||rg||2€1. In the SYMMLQ algorithm,
the product V,,Q7 is updated recursively, leading again to a short-recurrence method that
avoids storing the entire Lanczos basis. Note that, since T,, is symmetric tridiagonal, its LQ
factorization can equivalently be obtained from the QR factorization of T,,.

Here we present an alternative algorithm, analogous to the MINRES formulation based
on search directions as basis vectors, but now applied to the Galerkin approach. We may
call it LanGal algorithm.

We compute the QR factorization of T, based on Givens rotations. The process is
similar (but not exactly the same) to computation of QR factorization of T, in the MINRES
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algorithm detailed in section 3.8. There the matrix T}, has size (m 4+ 1) x m, so the last
Givens rotation G, is applied at step m to eliminate the entry (,,. For the square matrix
Ton, for m = 1 we have T} = [oy] so no rotation requires, and for m > 2, only the rotations
G1,...,Gm-1 (and not G,,) are applied to eliminate the subdiagonals f, ..., By,_1 in T),.
Let

R,=G,_10---0Gy0T,

be the upper triangular factor obtained by applying Givens rotations from the left. Since T;,
is tridiagonal, R,, is upper tridiagonal. We write

a1 B m i
ay B2 e
R, =
ﬁme Ym—2
Qm—1 Bm—l
am

Here the entries o, 3;, and 7; denote the updated entries after the Givens rotations have
been applied; they should not be confused with the original Lanczos coefficients. Since only
the rotations G, ...,G,,_1 are applied here (and not G,,), the last diagonal entry of R,,
has been updated only once. For this reason, we denote it by a@,,. This will make the main
difference between implementations of two methods. The transformed right-hand side is

gm:Gmflo"'oGloé\l-

Note that, unlike the MINRES case where g,, is a vector in R™*!, here g,, € R™. Thus the
reduced system becomes

Ry = [|70]l29m, (A.2)
A direct approach would be to solve this upper tridiagonal system by backward substitution
and then compute z,, = V,,y,,. However, this requires storing all Lanczos vectors in V,,,. To

avoid this, we introduce a new basis

Pm = [p07p17 o 7pm—27ﬁm—l}

defined by
P, = VmR;f, or equivalently P,.R,, = V.

The last search direction has a hat notation because it is connected to &,,. Since R, is
nonsingular unless an exact solution has already been obtained, the columns of P,, form a
basis for the same Krylov subspace as the columns of V,,,. Comparing the columns in P,,R,,, =
Vi gives the same three-term recursive formula as (3.32) for vectors py for k=1,...,m — 2.
However, for the kK = m — 1 the recursion is

1

ﬁm—l - (Um - 5m—1pm—2 - 7m—2pm—3) . <A3>

m
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When we pass to the next m + 1, the new rotation G,, is applied on [@,, 3,,]* in order
to eliminate the new subdiagonal entry f,,. This rotation also changes the previous last
diagonal entry a,, to

Ay = Cp Ol + Sm6m7

where ¢,, = a,,/+/Q2, + 52, and s, = B;,/\/ a2, + 52,. Here oy, is the update of the original
Lanczos parameter «,, after operation of two Givens rotations. This relations show that
O [, = €, thus from (A.3) we conclude that p,,—1 = (G /@m)Pm—1. This equality is true
for all search vectors, i.e.,

Dj :CjJrl]/j\j, j :0,1,.... <A4)
We now derive a recursive formula for the approximate solution. From (A.2) and P, R,, = Vi,
we have

Tm = To + mem =0+ PmRmym =xg+ ||r0||2ngm'

The vector g,, is updated by applying the Givens rotation G,,_1 to the previous vector ¢,, 1
appended by a zero. For m > 2 and assuming that 7o = 1 we can write

Im—-1 = |:gm1:| )

Tm—2

and after appending a zero and applying the new Givens rotation G,,_1, we get

gm—l gm—l

_ Cm—1 Sm—1 _
gm = S c O | Tm—2| = Cm—1Tm—2
- —1 —1
" " 0 —Sm—-1Tm—2
Therefore,
Tm—1 = —Sm—-1Tm—-2, M = 27 To = 1.

Now we try to write the vector g,, in terms of the previous vector ¢,,_; by adding and
subtracting 7,,_o in its second last component:

gmfl gmfl 0 g 0
Im = | Tm—2 +Cm—1Tm—2 — Tm—2| = |Tm—2|+ (Cmfl - 1)7-m72 — |: m1:| + (Cm—l - 1>Tm72
Tm—1
—Sm—1Tm—2 Tm—1 0 0

Now we write P, in terms of P,,_;. We have

~ N - I 0 .
P =1[po,- - Pm-2,Dm-1] = [P0s- -+ Pm—3, Cm—1Pm—2, Pm—1] = [Pm—l [O . 1] , pm—1:| :
-

Then we can write
Ty = To + “TOHQngm

I 0 N i
— 20+ o]l [Pm_l{ },pm_l} {9 } - rolla(emr — 1) apm_s

0 Cm—1 Tm—1

I 0

5 | e Wl B+ TollaCens = g

— 2o+ [rollaPos [
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To extract x,,_1 from the right side, we write the second term as follows

I 0 I 0
Pm—l |:0 Cm1:| Im—1 = Pm—lgm—l - Pm—lgm—l + Pm—l [0 Cm1:| Im—1
. 0- I 0 gmfl
= Pnagm1 = Fna { 0 1- cmj |:Tm2:|
_ B O(m—2)x1
- metdmet Pm—l |:(1 - Cm1)7m2:|

= I'm—-19m-1 + (Cmfl - 1)Tm72ﬁm72-
Substituting back to the x,, formula above we get
T = Tt + [|70l2Tm—1 Pm—1 + [|70|l2Tm—2[(Cm-1 — 1)1 + Cm—1 — 1|Dm—2.

In summary, the update equation is

Tm = Tm—1 + fm—1 Z/)\m—l + Vm—2 ﬁm—% m=2,3,... <A5>
where
fim—1 = [[TollaTm—1
e - - (A.6)
Um—2 = ||[Toll2Tm—2(¢_1 — 1) = ||Tol|2Tm-1Sm-1 = Lm—1Sm—1.

Finally the residual is computed according to (3.6) by

Tm—1 S T,
T'm = —5m+1y,(£n)vm+1 = _||r0||2ﬁm+1T—Um+l = —||7“0||2—m7'm—1vm+1 = ||7"0||2—mvm+1
Qo Cm Cm
where the last component of y,, is simply obtained as ||7o||27m—1/@m from triangular equation
(A.2), and then (,,,1/a,, is replaced by s,,/cn, according to definition of Givens parameters.

Finally —s,,7,,_1 is replaced by 7,,. Now the norm of residual is

’
Ironlle = llrofla 2L
Cm

Compare this with the residual of MIRES method given in (3.28) to observe that

m m
Cm

LanGal __ ipMINRES

where p,,, = ||7m|l2. We have the same relation for residuals of ArGal and GMRES methods.
See Exercise 3.11.

For implementation, the process is initiated by py = v1/ay, 1 = x¢ + ||70]| Po in the first
step m = 1. In the second step m = 2 we compute

~ 1 ~
P= a—(vz — Bicipo),  pr = ||rollem = —roll2s1,  vo = pis:
2

and update the solution via (A.5). For iterations m > 2 we compute the next direction
according to (A.3) and (A.4) as

~ 1 ~ ~
Pm—-1 = a_ (Um - ﬁm—lcm—lpm—Z - ’Ym—ZCm—me—S) , M= 37 47 ceey

and coefficients p,,,—1 and v,,_5 from (A.6) and update the solution by (A.5). Thus, the entire
formulation was recast in vectors with hat notations.
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Exercise A.1. According to derivation above, write down the algorithm of LanGal
method.

The computational cost of this method for solving the symmetric system Az = b of size
n X n is about
nnz(A) + 16n,

the same as the MINRES method detailed in Table 2. Here nnz(A) is the number of nonzero
entries in A.

A.2 Householder and Givens transformations

Suppose that we are given a nonzero vector x € C" and wish to construct a unitary transfor-
mation that annihilates all entries of x below the first. Two classical techniques for accom-
plishing this are Householder reflections and Givens rotations.

Householder reflections. Householder’s idea is to construct a reflector that maps the
vector x to a multiple of the first coordinate vector. To this end, define

u =1+ ae, a = ez, 0 = angle(xy),
where €; = [1,0,...,0]" is the first coordinate vector. The corresponding Householder re-

flector is

2 H

The matrix P is both Hermitian and unitary,
Pl —p PiIp—T,

and satisfies
Pxr = —ae;.
Consequently, a single Householder reflection annihilates every entry of x except the first.

Givens rotations. An alternative approach is based on Givens rotations, which eliminate
one entry at a time. Consider first the vector

where c € R, s € C, and

such that



If x5 = 0, we simply choose ¢ =1, s =0, a = 1. If 1 = 0, we take ¢ = 0, s = 1, and

o = x5. Otherwise, let
x
p=VIn +wl?,  B=

el

and define -
|21 B,

C = — S = -, o = /Bp
p
Then c is real and nonnegative,
+1sP=1,

and a straightforward computation verifies that

oLl =[]

For a vector x € C", a sequence of Givens rotations is applied successively. Starting with the
last two components, we construct a rotation that annihilates the last entry:

Tn—1 _ Op—1
o [2]= )

Next, we eliminate the (n — 1)st entry by constructing a rotation satisfying

Tp—2 Op—2
Gnoa|T" = .
Proceeding in this manner, we continue upward until the first component is reached. After
n — 1 rotations, all entries below the first have been eliminated.

If Go denotes the rotation acting on rows k£ and k + 1 only, then the resulting transfor-
mation is

G:GloGZO"'OGn—IO]7

and
a1

0
Gz =

0
Householder reflections and Givens rotations each have their advantages. A Householder
reflector annihilates an entire subvector in a single transformation and requires approximately
4n flops. In contrast, eliminating the same subvector with Givens rotations requires n — 1
successive rotations and approximately 6n flops. Consequently, Householder reflections are
generally preferred for reducing dense matrices. On the other hand, Givens rotations affect
only two rows (or columns) at a time. This locality makes them particularly well suited for

sparse matrices and for applications in which individual nonzero entries must be eliminated
without significantly altering the remaining matrix structure.
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